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Endorsements

Failure is inevitable, but catastrophe is not. This book is an essential guide to ensuring that
systems we engineer fail safely with a minimum of harm. Every engineering leader and builder
should read this book, not just reliability and privacy engineers. Learn to build safer, by shifting
safety left.

—Liz Fong-Jones, MACS (Snr) CP, Technical Fellow

Most engineers think about how systems should work. Yonatan has spent a career on the
harder question: how they fail. With the complexity and power of Al—that’s critical. From first
principles, with hard-won specifics, this is the clearest guide | know to building things that
fail well.

—Sam Schillace, Deputy CTO, Office of CTO, Microsoft

Despite the increased importance of computing in our lives, very little thought has been put
into making those systems safe and dependable. This book finally gives engineers and software
architects a roadmap to designing, building, and testing systems that they can be proud to put
out into the world.

—Alex Stamos, CPO at Corridor and Lecturer at Stanford

This book tackles the important topic of how to design and engineer reliable software systems:
what properties should systems have, what techniques make reliable wholes out of unreliable
parts, how can we quickly and effectively handle failures, and how do we learn from and improve
systems when failures do occur.

—Jeff Dean, Computer Systems Researcher and Builder,
Winner of the IEEE John von Neumann Medal
and the ACM Prize in Computing

This book is an essential guide to building resilient systems, whether for a single application, an
Al agent system, or backend infrastructure. The authors have not only designed and operated
such systems, but also built careers uncovering their weaknesses, making their guidance practi-
cal and deeply informed by experience.

—NMark Russinovich, CTO, Deputy CSO, and Technical Fellow, Microsoft Azure

Technology fails people when safety, privacy, and security are treated as afterthoughts. This
book offers a practical, human-centred framework for anticipating where harm might occur,
designing resilient systems, and learning from failure. If you want to build technology that peo-
ple can trust and use safely, start by reading this book!

—Lorrie Faith Cranor, Director, CyLab Security and Privacy Institute,
Carnegie Mellon University
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Preface

Whoever destroys a single life is considered to have destroyed the entire world, and whoever saves a
single life is considered to have saved the entire world.

Sanhedrin 37a:13

The role of computers in our modern society is hard to overstate. As of this writing, nearly five bil-
lion people use smartphones—60% of all people in the world. Social networks, search engines,
email services, and online marketplaces all boast billions of users, and 20% of all retail commerce
happens online. At a deeper level, computers control all of the infrastructure that we rely on for
daily survival, from food transportation to electricity generation.

The point of this is, and this is going to sound a bit obvious, that what we do with computers
matters. The era where we could “move fast and break things” with abandon, because the thing
we were playing with wasn’t that important and people would just deal with it if something
didn’'t work right, has ended. An outage in a critical software system can cost lives or paralyze
economies. More frequently and maybe more importantly, a behavior encouraged by a software
system, especially one used by billions of people, can become a social norm—as the way social
networks have been optimized for “engagement” has profoundly affected everything from the
way we relate to our friends to our global political climate.

This book is written for two audiences. Its primary audience is working professionals in the field
of computing—engineers, product managers, UX designers, program managers, data scientists,
executives, everyone who has a hand in building and shaping these systems, regardless of job
title. For this audience, this book is meant to be a practical handbook of how to build systems
while keeping safety in mind. It is the outcome of the authors’ combined years of experience in
doing this in some of the highest-stakes environments in the field, and above all it is meant to
be practically useful.

We're going to refer to this audience collectively as “engineers,” because what we do as a commu-
nity is engineering—building systems to solve problems. Whether we write code or marketing
materials, we are working together as a team to achieve these goals; and as we'll see repeatedly
in this book, finding and managing safety issues requires all of these disciplines.

The second audience is the general public: anyone who is interested in computers and their role
in our society, and in the ways that the choices we make when we build systems affect us for
good or for ill. For this audience, what | hope you will get out of this book is an understanding of
the ways in which real systems are designed—as well as the ability to not only assess the safety
of the systems you encounter, but also think about the ways they can and should be made bet-
ter. Engineering is not a priesthood; it is an activity that involves all members of society because
the problems it aims to solve are the problems of the world as a whole.

xiii
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This book will talk about principles, walk through practices, and give detailed examples of how
these methods have (and have not) worked. This means we're going to be talking about some
tough issues, from medical accidents to domestic violence to self-harm. These discussions will
not be graphic but they will discuss details where needed. We'll mark the sections that discuss
these so that you can approach them intentionally, but if you are a professional in this field, you
should prepare yourself to study them—you're going to end up dealing with those problems in
your work.

Above all, this work—Ilike all others—is a work in progress. It is not a divine revelation, and we are
continuing to learn and improve our approach. It is our sincere hope that the work that you, the
reader, do in the coming years will shape and improve our understanding of how to do this right.

Let's begin.

Structure and Contents

The book’s structure aims at an optimal reading flow from start to finish while still allowing
chapters to be read individually. The first five chapters explain the core of the method. Chapters
6, 7, and 8 discuss how to implement safety effectively within an organization. Chapters 9 and
10 give further worked examples. The appendices provide reusable reference material, such as
templates and checklists.

The individual chapters can be summarized as follows:

- Chapter 1, “The Rationale, Principles, and Methodology of Safety Engineering,” out-
lines the fundamental principles of safety engineering and explains the basic method that
this book will explore in detail.

- Chapter 2, “Applied Examples,” gives a few concrete examples of real-world systems,
understood through the perspective of the method, to make the principles more concrete.

- Chapter 3, “Understanding Failure Modes,” gives detailed techniques for figuring out
what might go wrong in real systems.

- Chapter 4, “Responding to Failures,” gives techniques for managing those failures before
launch, by coming up with strong mitigation plans.

- Chapter 5, “Managing Incidents,” talks about what to do when things nonetheless do go
wrong in production.

- Chapter 6, “Communicating Effectively,” discusses how to get all the required stakehold-
ers to understand and align with the work of safety engineering.

- Chapter 7, “Putting Safety into Practice,” gives concrete advice on how to build safety
practices within teams, including measurement, accountability, escalation, and review
processes.
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Chapter 8, “Organizations and Structure,” talks about how to build and maintain safety
engineering teams within organizations large enough to require them.

Chapter 9, “Safety Engineering lllustrated: Additional Worked Examples,” provides an
array of examples across several disciplines, showing how safety thinking can be applied
in practice.

Chapter 10, “Conclusion: This Book Is an Example of Itself,” is our final example, show-
ing how the book was created using its own process.

Appendices A and B provide template resiliency plans and risk strategies, which you can
use or modify.

Appendix C, “Checklists for Brainstorming Failures,” provides detailed checklists of
questions you can ask about a system to rapidly identify potential failure modes.

Appendix D, “Sample Resiliency Plan: Al-Assisted Bank Loans,” shows how the tem-
plate of Appendix A can be applied to the first example given in Chapter 2.

Register your copy of Building Safer Technology: A Field Guide to Failing Well on the InformIT
site for convenient access to updates and/or corrections as they become available. To start
the registration process, go to informit.com/register and log in or create an account. Enter
the product ISBN (9780135589328) and click Submit. Look on the Registered Products tab
for an Access Bonus Content link next to this product, and follow that link to access any
available bonus materials. If you would like to be notified of exclusive offers on new edi-
tions and updates, please check the box to receive email from us.
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The Rationale, Principles,
and Methodology of Safety
Engineering

On July 1, 1980, the new Hyatt Regency hotel opened in Kansas City, Missouri. Guests walked in
to see a beautiful multi-story atrium crisscrossed by steel, glass, and concrete catwalks. Just over
a year later, as 1,600 people gathered in that atrium for a tea dance, the fourth-floor catwalk,
with 20 people on it, came loose from its moorings and plunged onto the second-floor catwalk.
The two together then came crashing down to the ground floor. In all, 114 people were killed,
and 216 more were injured. Forensic analysis showed that the root cause was a minor change
in how bolts were attached during construction: a trivial-looking change that doubled the load
on the nuts. Behind that simple change was a culture of poor communication and avoidance
of responsibility for safety issues: Preliminary drawings were treated as final, changes were
accepted without serious reviews, and most of all, there was a pattern of everyone believing that
someone else had checked the design properly.

In 1982, the first AECL Therac-25 computer-controlled radiation therapy machine was delivered
to a customer. This new model boasted sophisticated computer controls and the ability to
deliver both X-ray and electron beam radiation therapy to patients with cancer. It also replaced
the electromechanical interlocks found in previous models—interlocks that prevented the sys-
tem from running when in unsafe configurations—with software. Unfortunately, the software
had intermittent bugs, and its error messages were opaque statements like “MALFUNCTION 54"
which operators got used to just clicking through. When the wrong error message was clicked
through, it delivered a high-intensity electron beam directly into the patient. Three people were
killed and another three severely injured before the problem was found.
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In the early 1980s, computers were still a hobby or professional tool; their critical uses were few
and far between, and were well understood as places where exceptional care needed to be
taken. As late as the 2010s, we still described computing as a place where we might “move fast
and break things,” iterating rapidly on ideas outside that handful of spaces, secure in the knowl-
edge that the worst impact was that a consumer product wouldn’t work as well as people hoped.

But this simply wasn’t true. By 2010, there were already dozens of software products—
operating systems, search engines, email services, social networks—whose users numbered in
the hundreds of millions or billions. Even worse, services could go from zero to huge impact
nearly overnight: A feature released in Facebook or on Google Search could affect a double-digit
percentage of all humans within 24 hours. And these systems weren't simply fun toys people
used on the side: They were the core of how people got information, communicated with their
friends and colleagues, pursued their careers, and formed their ideas about the world.

This new status meant that the negative impacts were as pronounced as the positive ones. A
reported 45% of all people have used an online dating platform, and one in 10 partnered adults
met their romantic partner online'; 41% of people found their current jobs online.2 The rise of
large-scale online harassment in the mid-2010s also dovetailed with the rise of systematic online
information warfare, and the titanic shifts in global politics that have followed since. The impact
of “purely technical”issues has grown in parallel—a single IT outage in 2024 led to $5.4 billion in
direct damages and critically affected the operations of hospitals around the world.?

This kind of impact isn’t limited to obviously life-critical systems such as hospital respirators and
aircraft engines. If the only place your software is used is in messaging for trucking companies, a
failure in it can interrupt the food supply for a country. If your photo-sharing app is used by only
a thousand people, but some of those thousand people are using it to intentionally drive others
to suicide—and yes, people do that*—then your outcomes will be measured in human lives.

If there is just one thing we can say about computing in the 21st century, it is that it has mat-
tered: The software we built has changed lives. And this means that it matters both in a good
way and a bad way. If well-built software can radically improve lives, then poorly built software
can profoundly harm lives.

So, how do we think about safety? We begin by understanding that all of engineering has two
sides. Product engineering is about how systems should work; safety engineering is about

1. www.pewresearch.org/internet/2023/02/02/the-who-where-and-why-of-online-dating-in-the-u-s/
2. https://clutch.co/resources/how-do-people-find-jobs

3. Parametrix, Inc. (2024). CrowdStrike’s impact on the Fortune 500: An impact analysis [White paper]. www.parame
trixinsurance.com/crowdstrike-outage-impact-on-the-fortune-500

4. For an example sufficiently disturbing that | hesitate to suggest you actually read it, see Boburg, S., Verma, P,
and Dehghanpoor, C. (2024, March 13). On popular online platforms, predatory groups coerce children into
self-harm. The Washington Post. www.washingtonpost.com/investigations/interactive/2024/764-predator-
discord-telegram/
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how systems should fail. While historically computer science has treated these as two separate
domains, that is not how most of engineering works, and for good reason. If you spend time
around civil engineers, you will realize that they are safety engineers who occasionally also build
bridges. The question of “How might this fail?” so pervades their thinking that you can't draw
any clear line between the two parts of their work. This is exactly the approach we need to aim
for in our work as well.

We are long past the point where safety can be treated as an afterthought, or as a specialty that
only those weird security or online safety/anti-abuse people care about. Every single person
involved in the creation of software needs to be as attentive to safety as a civil engineer, because
what we do, as a profession, matters.

What does such an approach look like in practice? It's quite normal for engineers to continually
keep in mind the ways their system is intended to work—the key features and user flows, the
“wow” moments they're aiming for, and so on. You simply need to adopt the same attitude
toward the ways the system might fail. From the moment you start to think, “Wouldn't it be neat
if we had a system that could ..., you also start thinking, “But wait, what if . .. " and figuring out
how to manage that. After all, a lawnmower that cuts grass very effectively but also periodically
cuts off the operator’s foot isn't a good lawnmower; a system is a good system only if it solves
problems and doesn't create bigger ones in the process.

Note To give a very concrete example: To be a useful explosive, a material needs to do two
equally important things. First, when triggered, it should release a great deal of energy in a very
short time, usually in the form of rapidly expanding gases forming a shock wave. Second, when
not triggered, it should not release a great deal of energy in a very short time. There are plenty
of substances that will achieve the first but not the second, and exactly none of them are useful
explosives or things you want to keep in your lab.

So what does “safety” mean for us? The answer is simple: If you are building or maintaining a
system, and someone or something could get hurt, you need a plan for that. Safety includes
every aspect of security, reliability, privacy, and accessibility, not to mention all of the things that
can go wrong when the system “works as designed” and that have unexpected consequences.
It is not bounded by some clear line of “the system owner’s responsibility” versus “the user’s
responsibility” Even when such a line exists in a legal sense, the resulting news story will be
about your product, not the user. This is important because one of the most persistent patterns
in safety is that problems are much more likely to emerge from the composite behavior of
integrated systems than they are from a failure of a single component—and the “integrated
system” includes the users themselves, and the people affected by their use of the system.
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Note For example, two of us once worked on a multimodal instant messaging system that
allowed the user to easily connect and communicate with multiple kinds of accounts. As we dis-
covered, the Ul showing which account was being used wasn't always clear. That led to one user
messaging their boss with the wrong name, and in the process outing themselves about a very
sensitive aspect of their lives. We were fortunate that this situation ended well, and the person
neither lost their job nor ended up in serious physical danger, but it was far from obvious at the
time that this would be the outcome.

“User error” would be a bad way of explaining what happened here: It shouldn’t have been that
easy to make a highly consequential mistake. But note that the purely technical aspects of the
system worked fine here: There were no software bugs, everything worked just as the unit tests
said they should. The failure happened at a higher level of the stack—the human-computer
interaction—and the consequences at a higher level still. As a practical matter, they were still
our problem to deal with.

As the examples at the beginning of this chapter suggest, the scope of “safety” that we're talking
about here is deliberately very broad—Dbroader, even, than computer science as a whole. This
is not a book about “Al safety,” “information security”, “distributed system reliability,” or “data
privacy.” But in a way it is about all of them, because the most reliable rule of technology is that
new technologies and new circumstances emerge all the time, and as engineers we need to
figure out how to build safe and effective systems using them. As | write these words, the “new
hotness” that everyone is worried about is generative Al, but by the time you read them, it may

instead be quantum computing, or robot armies, or teleportation, or necromancy.

What we have discovered from living through several of these “revolutions” (computing,
personal computing, the Internet, search engines, smartphones, social networks, and so on) is
that while the details may change, the basic process of designing safely remains the same, and
can be summarized in four principles.

The Four Principles of Safety Engineering

The heart of safety engineering can be boiled down to four simple principles: one about the
scope of our work, one about how we think about safety, one about when we think about safety,
and one about how we capture that thinking.
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Principle 1: Design Systems, Not Software

The first principle is that the thing that you are designing and building, and whose failures you
need to plan for, is the integrated system. That means not just its technical components, but also
the processes in which it will be used and the people who will be using them. Every system is a
sociotechnical system.

There are several reasons for this. First, failures are at least as likely to happen at the intercon-
nects between components, or as emergent properties of the integrated system, as they are
within a single component. Likewise, solutions can easily span component boundaries, as when
potentially bad input data in one stage is fixed by cross-checking later on.

Second, we can follow the useful lesson from aerospace engineering that “user error” is a lie:
Failures that happen because humans behave in a way that the designers didn't anticipate are
design failures, because humans are presumably the intended users of the system.’ If a one-off
user error caused a catastrophic outcome, we might ask why it was so easy to make a mistake
with such a consequence. If a routine user error is happening, we might ask which aspect of the
system is encouraging that. Note that a person certainly can direct a system in error; if the sys-
tem knew exactly what the person was thinking at all times, that in itself could cause harm! But
generally, we should seek to design a system that is robust to known variations in the behavior
of the human component.

Third, this even implies responsibility when buying software rather than building it. Whether you
are building or buying any particular component, you are always building the business process
that will use the component, and need to make that combined system safe. Generally speaking,
the builder of a system should be responsible for its safety and for providing clear and useful
guidance to those who will integrate that system into their own systems so that they can, in turn,
do the same. This guidance, including parameters on how and where the subsystem should be
used, should be considered a component of the system as well and, in turn, should be subject to
failure analysis. So, for example, if a system has an “obvious” use that is actually dangerous (the
“Q-Tip problem”®), a warning alone may not suffice.

Finally and most fundamentally, the job of engineers is to build systems to solve problems. If the
problem is not being solved, the system is not succeeding, no matter how good its individual
components may be.

A good example of cross-component failure (which we will discuss in detail in Chapter 2,“Applied
Examples”) is VioGén, a system created by the Spanish Ministry of the Interior to help manage

5. See, for example, Nancy G. Leveson. (2011). Section 2.4.3: The impact of system design on human error. In Engi-
neering a safer world: Systems thinking applied to safety. Or see nearly any National Transportation Safety Board
(NTSB) final report on an aircraft incident that involved “pilot error”

6. See, for example, The dangers of using Q-Tips for earwax (www.verywellhealth.com/the-dangers-of-g-tips-
1048870).
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the problem of domestic violence. VioGén used Al to estimate the likelihood of a particular
case escalating, with the results being applied to more efficiently allocate police resources.” The
system was built around a 35-question yes/no survey, which was to be administered by police
officers responding to a domestic violence incident. The output would be fed into a model
that predicted the risk of escalation at five levels. The model, by all accounts, reflected the best
practices and understanding of domestic violence and its risk factors, and was quite reliable at
prediction, especially given the data provided by the survey. Further, police officers and judges
were encouraged to use their judgment in overriding it when needed.

However, having a police officer who is a stranger at best, and (especially in a small town) who
may have personal or familial ties to the potential abuser, ask the victim a list of very intimate
questions is not, to put it mildly, a reliable way to get accurate inputs. People being abused
are usually dependent on, afraid of, or otherwise not well positioned to leave their abusers. In
consequence, they have many well-known incentives to downplay these issues. Furthermore,
while police and courts were encouraged to apply their judgment, the results of the model were
treated by the system as presumably (though rebuttably) valid—that is, there was a nontrivial
cost of effort and justification to override them. The net result was that, despite the quality of
the model, of the 247 women who were scored by VioGén and later killed by current or former
partners between 2007 and 2024, more than half had been classified as “negligible” or “low” risk
by the system.

Note that during this time period, VioGén evaluated more than 92,000 cases, and there is a good
argument to be made that it did, in fact, result in a net decrease in deaths! The success and failure
do not contradict each other. In fact, this is a common pattern: A system may work well most
of the time, but still possess a failure mode with serious consequences when it goes off. Most
people treated by THERAC-25 got better, but that doesn't mean that its habit of occasionally
killing people wasn't a problem.

Principle 2: Know What Can Go Wrong, and for Each of Those Things,
Have a Plan

This second principle is the heart of safety engineering: Enumerate the possible ways that the
system can fail, and for each of those, have a plan—including a plan for the unexpected. This is,
of course, the hard part. Indeed, most of this book will be dedicated to discussing how to do this
enumeration and build the plan.

7. Satariano, A., and Pifarré, R. T. (2024, July 18). An algorithm told police she was safe. Then her husband killed
her. New York Times. www.nytimes.com/interactive/2024/07/18/technology/spain-domestic-violence-viogen-
algorithm.html
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“Know what can go wrong” is an exercise in brainstorming. The challenge that it faces is that
while designing features, unexpected surprises can be good things (“Look, people found a new
way to use our product!”). When predicting failures, what you don't know very much can hurt
you. You will therefore need to maximize the breadth of potential failures you consider.

While it would be lovely if there were a standard list of failure types to go through as a checklist,
especially in the presence of new technologies and messy humans, that isn't likely to happen.
What is possible is to create standard lists of questions to help elicit thoughts of prospective fail-
ure modes. These are by no means complete—an issue that is addressed by the third principle—
but they can be an important starting point.

For example, one useful pattern of questions is to examine the system in three ways:

User-focused: Consider all the possible goals that someone might attempt to achieve
using your system—especially goals adversarial to your own. What might a bad actor try
to achieve, and how might they go about doing it using your system? This includes both
goals within and beyond your system. For example, the user might try to manipulate
the system to get a more favorable outcome from you, or they might use it to run scams
against other people.

Impact-focused: Consider all the people who are potentially affected by your system,
and the ways in which different life circumstances could create different effects for them.
Dimensions of human experience are important here: How might people with different
native languages experience it? People with different amounts of free time or resources
to manage issues? People of different genders or races? Consider also people who aren't
directly using the system at all, but might nonetheless be affected by it—for example,
people who appear in photos shared on the system, or people who aren’t using a social
network that is increasingly “standard.”

System-focused: Diagram the high-level components of the system, and consider the
ways in which each component and interconnect might fail. What will the net effect be in
each of those cases?

Checklists of questions can help enrich this analysis, and those checklists themselves need to be
continuously developed and enriched as the world changes. Chapter 3, “Understanding Failure
Modes,” discusses in depth how to perform this analysis.
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Note Checklists can be an extremely powerful tool for reducing risks, as even the most experi-
enced operators won't remember everything every time.® There are three major kinds of check-

li
a

sts. First, when the tasks to perform are clear (a “well-understood” problem), the useful tool is
checklist of tasks to perform, such as an aircraft’s pre-flight checklist or a hospital’s pre- and

post-surgery checklist. Second, when the problem definition is clear but there may be multiple

S

olutions (a “complicated” problem?®), the useful tool is a checklist of problems to solve. Third,

when the problem definition itself is unclear (a “complex” problem), the useful tool is a checklist
of questions to ask.

S

afety often raises all three types of problems. For example, checks that some technical security

protections (like those against XSRF and XSS) are present or that a web page loads properly in a

S

creen reader belongs on a checklist of tasks. Also on a checklist of problems to solve are those

that do not have a set solution, but should always be performed on production systems, such

a

s—minimization of privilege, building a user-data deletion pipeline, and so on—that belong

on a checklist of problems to solve. Safety plans (see Principle 4) often capture these as literal

C
C

hecklists. Identifying failure modes, in contrast, is inherently open-ended and is best suited to
hecklists of questions.

At this point, you are likely to have a fairly long list of potential failures, especially from the
system-focused analysis, where each component can fail in several ways. It is very useful to now

gro
rela

up the failures for ease of planning based on various commonalities. The goal is to have a
tively small number (usually a dozen or less) of failure groups, each of which has a fairly

understandable description and a common solution. Some common patterns you will see that
join problems together are profiled here:

A large number of parts, each of which can fail in different ways, and that have to be man-
aged by creating a process to validate each part’s integrity. The meta-process—the process
for defining the processes for the various kinds of parts—is an integrated solution to this
entire failure class. A good example is the ways in which the components of a spacecraft
can fail due to manufacturing or assembly defects, all of which are managed by the quality
assurance process.

A set of failures that all represent the same (kind of) thing going wrong in different places,
with similar consequences. The fix may be a global way to prevent this failure (for example,

8.

9.

Gawande, Atul. (2009). The Checklist Manifesto: How to get things right. Picador. www.picadorusa.com/
thechecklistmanifesto

Snowden, David J., & Boone, Mary E. (2007). A leader’s framework for decision making. Harvard Business Review,
85(11), 68-76. For the most recent version, see The Cynefin Framework, https://thecynefin.co/
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in software, to implement a very complex and central part of the logic once, have every-
thing use that one standard implementation, and test the hell out of it'°), a common way
to detect and respond to this failure (for example, monitoring systems, an on-call rotation,
and tools for people to be able to bring it under control), or simply a common way to rea-
son about it (for example, users’ concerns about their data being misused by the service
provider).

Conversely, as you design your plan, you will sometimes split up groups. For example, threat
actors may have superficially similar goals, but have radically different resources and ultimate
objectives. Houses and casinos both need to worry about thefts, but the level of capability and
determination of the average residential burglar is very different from that of someone planning
their own real-world remake of Ocean’s Eleven. If you, for some reason, need to protect both sorts
of targets, it would be quite reasonable to use different approaches for each.

Any groupings you make now should be considered preliminary; you will need to adjust them as
you come up with the management plan. But by keeping the number of potential failure groups
relatively small, you increase your ability to reason over the system as a whole.

Next comes making a plan. “A plan”is deliberately a very generic term; some typical examples
follow:

« Changing the way the system functions to reduce the frequency or severity of the prob-
lem, or even to make that problem entirely go away.

« Adding a compensating behavior elsewhere in the system so that a failure in one region
doesn't lead to a failure in the integrated system.

« Adding features so that failures are easily surfaced to and handled by the user, and so
become less significant issues.

« Adding the capability for you to detect and respond to such failures—for example, as an
incident response process.

« Changing the way you communicate about and within the system so that people’s expecta-
tions are more aligned with reality, thereby eliminating failures that come from their clash.

« Getting experienced people together in response to an event and making a one-off
decision about what to do about it.

« Combining and layering any or all of the preceding examples.

10. In infrastructure, a crucial rule is to avoid single points of failure. In security, a crucial rule is to drive all logic
through a small number of pinch-points that you can control. While these rules may seem to be in direct op-
position, they really represent approaches to managing two different kinds of risk: risks where a component
fails and thereby takes down the whole system, and risks where if any of a large number of components fail,
they can take down the whole system. Real systems will need to balance these two needs.
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We will give many examples of all of these methods throughout the book. They will also be the
main focus of Chapter 4, “Responding to Failures.”

If you are familiar with formal risk management, you may have noticed one significant difference
from its common practice. In that field, risks are usually assessed in terms of severity and likeli-
hood, then prioritized in terms of “impact,” which combines the two (usually by multiplication).
Planning then focuses on the highest-impact risks. Here, we consider all risks, prioritizing them
(if we must) based on severity; likelihood is instead factored into how we plan for each risk.

This difference is intentional because the two methods solve different problems. Traditional risk
management is designed to solve the problem of managing an organization’s risk budget and
prioritizing scarce resources such as staffing and executive attention; it is not designed for, and
does not work well for, people whose problem is to make a particular system safe. The problem
is that you are frequently faced with risks with very high severity and very low likelihood—and
the product of a very large number and a very small number is not a medium number; it is sta-
tistical noise. Good prioritization becomes impossible when both of those inputs are ultimately
rough guesses.

Worse, the law of large numbers tends to apply very strongly to computer problems. In the
words of Andreas Schou,“When something happens to one in a million people once a year, here
at Google we refer to that as ‘six times a day.” "

We must therefore consider not the likelihood of a failure mode but its frequency. The differ-
ence is that, rather than affecting your decision of which risks to address, frequency affects the
question of how you address them. For example, a manual response plan requiring engineers to
be paged and bring a system into a safe state may work well for a failure that happens once a
month, but would work very badly for a failure that happens once a minute.’?> Framed another
way, at large N, nearly all risks are certain to happen, meaning that the usual “likelihood times
severity” assessment often reduces to a simple prioritization based on severity—which is indeed
appropriate.

At the end of the day, this question is what determines whether a proposed plan is adequate: Are
the people responsible ready to sign up for the work required by it, and for the consequences
of that plan going off?

Perhaps the best example of this is the “getting people together to respond” plan type. This is
usually the correct plan type for handling that most nefarious and omnipresent of failure modes,
the “unknown unknown”—one that should always be on your list, as Murphy is a creative fellow
and the gods have a sense of humor. Entirely surprising failure modes can always happen, and

11. A.Schou, 2016, personal communication.

12. For example, suppose a user wants to exercise some of their data rights under a law like the European Union’s
General Data Protection Regulation (GDPR), such as to receive a copy of their data or to delete some of their
data. For a small company, it's usually easier to just have an engineer take care of the request. However, as the
number of requests grows, it becomes an increasingly good idea to build and maintain a system to automate
the response.



The Four Principles of Safety Engineering 11

you will have a raft of questions for those events: Do you have a way to find out about them
when they happen? Who will need to be in the room when responding? And will they have the
flexibility to respond when it does?

Depending on the failure, the people in the room could include everyone from customer
service, to engineering, to communications teams, to executive leadership, to lawyers. This is,
in fact, the art of incident response, which is the subject of Chapter 5, “Managing Incidents.”
As incident response is quite expensive to run, your plan should ensure that common events do
not require it.

Getting people to actually follow these plans—both in direct response to a launch and fur-
ther down the reassessment iteration chain—is a major subject considered in Chapter 6,
“Communicating Effectively”; Chapter 7, “Putting Safety into Practice”; and Chapter 8,
“Organizations and Structure.”

Principle 3: Failure Planning Is Not an Exercise; It Is a Continuous Process

The third principle is about what happens when we apply the first two. A common, but unwise,
approach to failure planning is to build it entirely around a “threat modeling exercise” or an offi-
cial stage of such analysis that happens sometime before a feature launch. The problems with
this strategy are obvious: The system itself tends to change after this happens, as do the situa-
tions in which it is being used. The results of the threat modeling exercise can become outdated
as soon as it is finished, leaving potentially very significant risks to be handled by an incident
response process at best, or by going catastrophically wrong in production at worst.

Of course, we would never consider doing this when designing the features of a system. That
would be the most extreme version of waterfall design, where product behavior is designed
once and no further user testing, customer feedback, or change in circumstances is ever
conducted. Every beginning product owner knows that features are designed iteratively and
continuously, from the first napkin sketch, through prototypes, launches, and evolution, and
ending only the day the system is shut down for the last time.

Failure planning should be handled in exactly the same way as feature planning, and as part of
the same flow. Whenever you are updating your mental model for how the system might work,
you should simultaneously be updating your model of how the system might fail. Consider your
list of things that can go wrong as a living artifact that you continually update every time cir-
cumstances change—whether that be a new feature, a new use case emerging in the wild, or a
change in the broader situation that affects how your system is used.

The most important reason for adopting this approach is very practical. As we will see in many of
the examples in this book, the best way to fix many problems may involve things like adding new
UX flows or making a nuanced change to the semantics of a very basic operation like “sharing
data”’ These changes are very easy to make when a system is being designed, and very hard to
make two weeks before launch.
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The solution is therefore not to treat failure planning as distinct from feature design, but rather
to treat them both as part of a single process of defining the system. Conversations about one
should naturally segue into conversations about the other. Importantly, this means that every-
one on the team—not just “safety specialists"—should be familiar with safety engineering. After
all, it's the people on the ground—the ordinary engineers, product managers, and designers
who are shaping the product—who will first notice a new issue and often be best placed to
suggest ways to deal with it.

Principle 4: Create a Written Resiliency Plan

This principle is about how to put the first three into action—namely, to write them down.
A good resiliency plan consists of four things:

1. A very brief’3 summary of what this system is, to orient the reader.
2. An explanation of what the problem is that you're trying to solve.

3. A summary of what the system is and how it works, including how it appears from the
user’s perspective.

4. The list of things that could potentially go wrong, and for each of them, the plan.

Here, brevity is the soul of wit—items 2 and 3 in particular should be brief and comprehensible
rather than comprehensive and precise. This document is not meant to be a detailed product
brief or design document, although it may be helpful to link it to those artifacts. The resiliency
plan is meant to be easily read and understood by someone who is not familiar with the project,
or even the larger project to which it belongs.

A written resiliency plan of this form has a few advantages. First and foremost, putting the plan
in writing makes it possible for everyone to know what they’re agreeing to. The problem with
informal agreements is that it's easy for everyone to interpret the details differently—sometimes
very differently. Even worse, without a written plan, people new to the system will have no idea
what to do ... and “people new to the system” includes “the system’s own designers, six months
later, when they have completely forgotten what they had been thinking earlier”'*

Second, if you are working in an organization that has any sort of prelaunch review or com-
pliance process, then this document is the key item that all the reviewers should be looking
at. It should capture all the key information required for someone to answer the question,

13. We would suggest 280 characters, both as a practical good length and in memory of a now-deceased social
network where two of the authors once worked.

14. There is a moment in every software engineer’s career when they look at a piece of code in the repository,
realize it makes no sense, and angrily curse the fool responsible for writing such a thing ... only to read through
the logs and discover that they were the fool in question.
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“Is launching this thing a good idea?” Because organizations often require many parallel reviews
(for example, security, privacy, accessibility, reliability, and legal), capturing all of this information
once will reduce the work required by everyone. It will also ensure that everyone is seeing the
same source of truth—avoiding the things that can go wrong when two teams each assume that
the other is dealing with the items not mentioned.

Third, a written plan provides a record that you can refer back to later. This can be useful for prac-
tical purposes (when you're trying to remember what your plan for a rare possibility was, once
it actually arrives), for compliance purposes (if you're called to account for how you've planned
your system), and for inspiration as you build new systems.

Even more usefully, as you change your system, the resiliency plan will remind you of which
aspects of your system are load-bearing from a safety perspective. Sometimes these are obvious
(for example, incident response plans), but sometimes not (for example, details of phrasing in a
part of the UX). So, knowing which things you have to be careful about changing is very useful.

Of course, if you will be launching a lot of systems, you will want to make this process more
structured to save your sanity. For example, you might want to have fixed templates for these
plans, or better yet, structured artifacts other than text files that allow for things like checklists
of tasks, branching questions, and searching and automation. Such structured safety plans are
the backbone of any organized safety system.

At the other extreme, this principle should not be taken too far. The first three principles naturally
apply to any system, large or small; they are methods of thinking that you could apply to any-
thing from designing a commercial aircraft to planning a lunch with friends. But a written (much
less templatized) safety plan for going out to lunch would be excessive, not to mention rather
eccentric. Written plans are appropriate when agreement between multiple people is required,
when persistence of the plan over time is important, or when the plan is complex enough that
writing it down helps you keep track of it. Use common sense, but if in doubt, write it down.

Chapters 7 and 8 will explore this rule and its consequences in more depth, along with how
organizations can build processes that give them confidence in the safety of their own systems.
We also provide sample templates for a resiliency plan in the appendices.

From Principles to Practice: Safety Engineering
Methodology

To make it easier to apply these principles, we are providing a simple Safety Engineering
Methodology (SEM) that expresses what needs to be done in a sequence of concrete steps:

Step 1: Understand the system.
Step 2: Understand the risks.
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Step 3: Make response plans.
Step 4: Validate and iterate.

This methodology is deliberately consistent with other related methodologies, such as the
National Institute of Standards and Technology’s (NIST’s) Risk Management Framework (RMF),'>
its Al RMF,’® and Microsoft’s Security Development Lifecycle (SDL).

Step 1: Understand the System

The first step is to simply understand and articulate what the system is. This may seem a bit obvi-
ous, but we have found that taking the time to do this explicitly and in writing greatly simplifies
all the later stages. In this step, you should perform the following tasks:

1. Clearly articulate the problem that the system is meant to solve. That will likely mean
making notes on who has this problem and how you have verified that this is, in fact, the
problem that needs solving.

2. Outline how the system approaches solving this problem. This doesn't have to be a
full technical design—a napkin sketch is fine. But the reader should understand what the
system is and how they might experience it.

3. Create a block diagram (or similar high-level representation) of how the system works—
its major logical components, what information or actions flow between them, and so on.
Include both human and technical components.

UX mocks (even at the napkin level) are often the key to this: Seeing what the system looks like
to a user will often provide surprising levels of clarity about its intended behavior, which formal
system designs often elide.

These first three steps should happen as soon as you have even a vague idea of what you might
be building; they are part of the exercise of designing the system, or changing an existing
system. As you refine your understanding of the system, you will return to these steps to update
them, and flow that update through the later steps.

Because Step 1 is meant to be done very early, before any serious design has happened, empha-
size brevity here. The goal is to ensure that everyone involved understands which problems and
systems we will be discussing, not to answer every possible question. As designs progress and

15. National Institute of Standards and Technology. (2018, December 20). Risk management framework for infor-
mation systems and organizations: A system life cycle approach for security and privacy. Security and Privacy (SP)
800-37 rev. 2. Department of Commerce. December 20, 2018. https://doi.org/10.6028/NIST.SP.800-37r2

16. National Institute of Standards and Technology. (2023, January). Artificial intelligence risk management
framework (Al RMF 1.0). Artificial Intelligence (Al) 100-1. Department of Commerce. https://doi.org/10.6028/
NIST.AL.100-1
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become more intricate, consider the output of this step to be the short summary that you can
hand someone new to the project to give them an initial orientation into what you're doing. It
will become useful to attach visual aids (e.g., diagrams, UX snapshots, demo videos) as those
become available, as they can often capture nuances of what you're building that are obvious
when you see them but hard to describe in words.

Templates such as the Resiliency Plan Template (Appendix A) and the Risk Strategy Template
(Appendix B) can be helpful in structuring this.

The output of these steps corresponds to the first two components of the resiliency plan
(Principle 4); this work is part of the “categorize” stage of the NIST RMF, or the beginning of the
“map” stage of the NIST Al RMF. As Principle 1 states, it is extremely important that your articula-
tion of both the problem and the system includes the human components.

Step 2: Understand the Risks

Next, we begin to brainstorm the risks. This will again be an iterative process that is refined as
you understand the system better. As your understanding improves, you will find that changes
to the list of risks will become relatively rare, and it will become useful to distinguish between
planned changes to your system that do or do not change that list. The former, of course, are far
more complex to manage.

1. Identify the various stakeholders in this system. Think about not just the direct users,
but also other people who may care about how the system has to function, such as the
people who have to maintain it or who may be affected by other people using it. (For
example, in a photo site, the users are uploading photos, but the people in those photos
may also be affected.) Identify things they might want to accomplish with this system, as
well as other aspects defining their personas—for example, aspects of who they are that
may affect their use of the system, different capabilities that they have in their outside
life, and so on. Do not limit yourself to just the “intended” users or uses.

Understanding who may be affected by the system, what they may want out of it, and
how different aspects of their lives may change how they are affected by it can be
assisted by question-based checklists such as those found in Appendix C.

2. Brainstorm things that could go wrong. Chapter 3 and Appendix C offer various
frameworks to do this, such as the system-, user-, and target-first approach articulated
earlier. Construct as large a list as possible.

3. Articulate the failure chains and group the risks. Once you have a (potentially very
large) list of things that could go wrong, you can usually greatly reduce the size of the list
by grouping items. For each risk on the list, describe the “failure chain”"—the sequence
of events that has to happen for the risk to go off. Group risks with similar failure chains
together. The right level of abstraction for this grouping is a matter of trial and error, but
each grouping should be coherent enough that you could imagine a unified strategy for
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dealing with that group as a whole. The number of risk groups you are dealing with could
range from one or two for a simple system to more than a hundred for a very complex
system such as an aircraft or a social network.

. For each risk, understand what you will need to know to assess a prospective

response to it. For example, the frequency with which a risk surfaces in various situations
may be an unknown that you need to measure. For an adversarial risk (one triggered by
deliberate antagonistic action), the difficulty of circumventing defenses may need to
be determined. At this stage, you are not yet measuring; you just need to know what
you need to measure. This includes both things you should measure before launching
the system (to give yourself initial confidence) and things that you should monitor on a
continuous basis. Likewise, make sure you understand the upper bound of impact if this
risk goes off: Can it lead to financial damage, reputational risk, or loss of life?

We'll generally use “measure” to refer to things you want to evaluate before launch, and
“monitor” to refer to things you want to continually keep an eye on. Many quantities
might be both measured and monitored.

. If required for other purposes, prioritize the risks. As mentioned earlier, in traditional

risk management, risks are prioritized based on a combination (“impact”) of their severity
and likelihood, which is calculated both before and after mitigations. High-impact risks
are usually mitigated to reduce one or both of these parameters, while lower-impact risks
might be accepted as-is. This allows easy identification of which risks should be worked
on and management of an overall “risk budget.”

Our framework deliberately does not do this: The “each” in Principle 2 is meant literally,
and there is no analogue of “risk acceptance.” This comes from thinking more closely
about what happens when you “accept” a risk. In effect, you are building a plan that
begins with allowing the risk to happen—that is, making it a part of the known and
intended behavior of the system. That change to the system design may in turn require
other changes—for example, in how you communicate about the system (both within
the system itself and in other places like marketing materials). Notably, the idea that “the
system behaves this way and users expect it” tends to lead to very different outcomes
than “the system behaves this way as a nasty surprise” That is, these “accepted” risks are
really risks whose management plan focuses on response rather than mitigation. This is a
perfectly valid kind of plan but must be explicit.

Sometimes it is useful to prioritize the risks for other purposes—for example, to align with
other frameworks, for compliance, or for managing a larger organization’s risk budget. In
that case, such prioritization should be done as required for that framework, bearing in
mind that thanks to the law of large numbers, many (if not all) risks will be ones that are
certain to happen with a certain frequency. In practice, then, they should be sorted purely
based on the severity of their outcomes.

Step 2 (“Understand the risks”) embodies the first half of Principle 2 (“Know what can go wrong,
and for each of those things, have a plan”), and fills out the rest of the “map” stage of the NIST Al
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RMF. We have found that in organizations that aim to follow the Al RMF or similar frameworks,
Steps 1 and 2 are a good way to structure all “map” work.

Step 3: Make Response Plans

Now we need to come up with a plan for how we will handle each of the risks.

1. Identify points of intervention. Beginning with the failure chains identified in Step 2.3,
consider the moments at which something needs to happen for the failure to occur and
that you could potentially affect. It may be useful to identify intervention points across all
the risks first, as often you will find single points that allow you to intervene against many
risks at once. You might represent this as a matrix whose rows are risks and whose columns
are intervention points. Note that intervention points may happen long before the failure
(for example, when the user’s expectations for how the product would behave were initially
forming) or long after the failure has “gone off” in the simplest sense (for example, when
someone is dealing with the aftereffects of the failure and you are responding to them).

During this stage, you may discover that a single risk group can be naturally divided
based on properties of the various actors, such as whether they have adversarial or
benign intent. It can be useful to split up risks into subrisks at this point.

2. Propose mitigations. These may be technical, procedural, UX changes, communication
changes, or incident response plans. If many risks all have a common intervention point,
consider building a flexible framework for interventions at this point, as more risks may
arrive there later.

3. Extend the failure chain to include mitigations. This is the analog of understanding
“residual risk” in classical risk management. Consider how the failure looks once all miti-
gations are in place, albeit now likely with more branches in the outcome depending on
whether various mitigations succeed or fail. The set of measurements (Step 2.4) required
may need to be updated. However, if the measurements were well defined, the original
set should still be your best indicators of whether this mitigation indeed manages the
problem well.

Step 3 implements the second half of Principle 2, and documenting it rounds out Principle 4
(“Create a written resiliency plan”).

Step 4: Validate and Iterate

Now it's time to validate that the plan works, first with colleagues, and then by actually
implementing and fielding it. You can then update the plan as reality corrects it.

1. Assess the safety plan. At this point, you (or, even better, an experienced outside
eye) can evaluate the safety plan and determine its adequacy. The reader will need to
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understand what the system is (Step 1), whether they agree that you have captured all
the important risks (Step 2), and whether your plan will work or make your life a living hell
(Step 3). It is often possible to do a preliminary assessment even before any measurement
or implementation actually happens, by simply asking “If the measurements turn out as
expected, will this plan suffice?”This is usually an excellent idea because it lets you adjust
your plan before making a large commitment to implementation. (Recall Principle 3:
Failure planning is not an exercise; it is a continuous process.)

2. Implement and measure. Now you actually do the work that you've laid out,
both implementing various mitigations and measuring things you decided you need to
measure.

3. Assess before launch. If needed, make a final assessment before you do something that
will commit you to the consequences.

4. Lather, rinse, repeat. Once you are exposing your system to the “real world,” you will
quickly learn which parts of your plan were right and which were wrong. You may have
badly estimated a frequency or impact, a mitigation may not work as well as you had
hoped, entirely new risks may emerge, new stakeholders may show up or stakeholders
may think of ways to use your system that you never expected, or you may have ideas
about ways to tweak your system. Every time things change, go back to Step 1 and see
what, if anything, needs to be changed. Don't wait for a formal review process if you
identify a change, but if you haven't evaluated this for a system in a while, go back and
recheck it anyway.

The “validate and iterate” step implements the “measure” and “mitigate” stages of the Al RMF, and
critically our Principle 3.

Resiliency Plans and Risk Strategies

A resiliency plan is a plan for how you will handle all the risks in a particular system. Sometimes
itis instead useful to orient your plans around a single risk across many systems. This is especially
true if you are managing a large portfolio of systems and certain patterns emerge repeatedly.
That pattern may be a sign that you should invest in common tools to simplify solving the prob-
lem across the board.

A risk strategy is structurally very similar to a resiliency plan, and is usually built by thinking
about the resiliency plans for multiple systems. Generally speaking, the cue to do this is that you
see similar risks with similar failure chains in many places. In Step 1, rather than characterizing
the individual system, you now characterize the common risk. In the later steps, you describe the
common patterns and the overall strategies.

The material that we covered in this first chapter might seem a bit abstract or overwhelming. To
help it make sense, the chapters that follow turn to some explicit examples. You might also want
to jump forward to Appendix A, “Resiliency Plan Template”; Appendix B, “Risk Strategy Template”;
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and Appendix C, “Checklists for Brainstorming Failures,” which provide templates for resiliency
plans and checklists of questions that you can use to effectively identify risks in real systems.

Summary

When we build systems, it is as important for us to understand (and plan for) how they might fail
as to understand how we want them to succeed. Thinking about failure isn't a lack of vision or
faith—it's how we transform our vision into a system that actually works the way we intend it to.
The thing we want to analyze for failures is the entirety of the system, including its users and all
the people affected by it, so that we don’t end up with a system that “works on paper” but fails
in the real world. We then try to figure out all of the things that might go wrong ahead of time
and come up with a plan for each. The definition of “a plan”is deliberately flexible, encompass-
ing anything from deep changes in the system to incident response plans and communication
strategies; what matters is that the resulting plan is one that you are willing to implement and
live with. We do this failure thinking whenever we are doing product thinking, in the same
motion, so that it never becomes out of sync with reality. In addition, we capture our thinking in
written form so that we remember what we decided and why, and can easily coordinate it with
others.

As all of this may seem a bit abstract, let’s now turn to some concrete examples.
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