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what it takes. Thanks to you, human society will become better, even if the first years, where we lose 
the previous order of things, will look more chaotic.
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Preface
Throughout human history, there have been certain transformational moments that have changed 
the way we live, do our jobs, play, and interact with the world around us and that have even chal-
lenge the way we think. For example, the invention of the printing press, the development of the 
steam engine, and humanity’s first steps on the moon all marked turning points that moved civiliza-
tion forward. Today, we are at the beginning of another history-changing upheaval: the era of gener-
ative AI (GenAI). Just like past innovations that altered the course of human history, GenAI is already 
doing the same, changing our world in ways that are affecting almost all aspects of life.

Along with the excitement and enthusiasm, the rapid rise of GenAI has also sparked concern—and 
even panic in some cases. There’s no denying it: GenAI is a technological shift unlike any we’ve seen 
before. How should we view this shift?

A century ago, woodworking was the domain of craftsmen who used hand tools, such as saws and 
block planes. Mastery of this trade required years of training and experience, usually under the close 
supervision of a master. Over time, however, power tools emerged, such as electric saws and sand-
ers. These tools can accomplish the same tasks as hand tools in a fraction of the time and with a 
higher degree of precision. While the use of power tools still requires some training, the related skills 
can generally be learned much more quickly than the use of hand tools. In fact, power tools have 
made the trade of woodworking more accessible, allowing average users to learn them quickly, even 
enabling many people to become weekend hobbyists.

Did this shift to power tools make talented craftsmen obsolete? No, but they needed to adapt to 
stay relevant. Power tools also helped lower the barriers to entry to the trade, helping the average 
person become proficient with relatively little training. GenAI tools are similar. People who were 
masters of a technical skill a few years ago need to adapt to an AI way of doing things. AI has dra-
matically lowered the barriers to entry for many skills, such as coding, data analysis, and language 
translation. GenAI tools enable the average person to accomplish tasks that were once considered 
the specialized domain of only a few.

Today, professionals are expected not only to use AI tools in their jobs but to be proficient and 
knowledgeable in the use of AI. For most of us, focused AI training was not part of our formal educa-
tion. Gaining skills in such a complex field without lengthy and focused training might seem daunt-
ing, but if we don’t gain skills in this emerging field, we risk becoming irrelevant. Today, there are 
entire generations of professionals working across industries who urgently need to develop skills in 
AI but have neither the time nor the resources to go back to college or take months off work to learn 
these skills. Skills related to AI, and GenAI in particular, are becoming some of the most important 
skills a professional can develop. But how can we get those skills?

There are mountains of books on AI being published. Most of them seem to fall into one of two 
categories: Either they are highly technical and focused on the university crowd, loaded with math-
ematical formulas and sample calculations, or they are so lightweight they don’t really tell you any-
thing you don’t already know. This book is different. It fits in the middle, written for the millions of 
people who want to improve their technical knowledge of AI. This book is for anyone who wants to 
learn the mechanics of AI—how it really works—without having to take months off work to attend 
comprehensive training classes or learn complicated math.
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This book takes you on an AI journey from principles of foundational algorithms, through the world 
of LLMs and transformers, to how we can use GenAI for practical applications, including prompt 
engineering, retrieval augmented generation (RAG), and fine-tuning. We even give you a glimpse of 
where GenAI is going next—the realm of artificial general intelligence (AGI). 

After reading this book in full or in part, you will have a heightened idea of how AI really works, 
what the algorithms are actually doing, and ultimately how you can use AI to build your skills for the 
future.

Register your copy of Demystifying Generative AI: A Practical and Intuitive Introduction on the 
InformIT site for convenient access to updates and/or corrections as they become available. To 
start the registration process, go to informit.com/register and log in or create an account. Enter 
the product ISBN (9780135429419) and click Submit. Look on the Registered Products tab for an 
Access Bonus Content link next to this product and follow that link to access any available bonus 
materials. If you would like to be notified of exclusive offers on new editions and updates, please 
check the box indicating that you would like to receive email from us.
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The Machinery of Learning
Machines are good at pattern-matching, but they need to be taught what to look for.

Anonymous

Chapter 1, “Ten Breakthroughs That Made Generative AI Possible,” walks through the major  
breakthroughs that made generative AI what it is today. Each new step forward was accompanied 
by new concepts and new terms that described new possibilities, new algorithms, new architectures 
and their components. Although machine learning and GenAI are still plowing full steam ahead  
and inventing new words and acronyms almost every day, the field has matured enough that key 
foundational concepts and terms can be organized into a well-defined taxonomy.

GenAI builds upon a rich legacy of machine learning methods, and large language models (LLMs) 
leverage tools and concepts that have been refined over decades. The terminology is somewhat 
complex, as common words like model or learning often carry different interpretations in academic 
research than they do in the media. In addition, terms have evolved and taken on new significance  
as new breakthroughs have redefined their usage. Mastering AI vocabulary is essential not only 
to deepen your grasp of GenAI techniques but so you can better understand where and how 
different approaches are used. In addition to clarifying key terminology and taxonomy, this chapter 
introduces the main categories of machine learning techniques: supervised, unsupervised, and  
reinforcement learning.

Types of Learning
All machine learning techniques share the same basic idea: A computer program learns and 
improves by observing or measuring data. This learning is then used to make predictions when  
new data is presented to the program. The process involves three key elements that work  

2
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together: a model, a form of learning (training) that is applied to the model, and actions on the 
model once it is trained (inference). The type, or family, of AI or machine learning that you are work-
ing with depends on the goal of this process. This taxonomy can be a bit complex because technical  
breakthroughs are sometimes remembered as their own family categories, even though they are 
simply more efficient ways of achieving some well-known goals. However, the most common way to 
organize the machine learning families is to distinguish between supervised learning, unsupervised 
learning, and reinforcement learning techniques.

Supervised Learning

AI techniques are about prediction and probabilities. Just as in real life, predictions with AI can be 
about things we don’t know or that we don’t know yet. For example, we might want to predict 
the future price of a stock, the time it would take for a car to stop after pressing the brake pedal, 
or whether an image (a collection of pixels for a computer) represents a cat or a dog. In each case, 
an expert could use knowledge and experience to come up with a prediction. This is also how a 
machine learns to provide an answer: We provide a large amount of training data, representing the 
parameters available to the expert, along with the correct answer for each case. The machine then 
learns the relationships between the parameters and the correct answer in the data. This type of AI 
technique is known as supervised learning.

In a way, supervised learning is about teaching a machine how to predict the right answer to a 
future question based on past training data. Intuitively, the concept is similar to how we learn many 
topics at school. We see multiple examples and end up forming mental rules that help us recognize 
patterns in order to link the description of a problem to the right answer. The more we study, the 
better we get at answering questions.

Many AI techniques detailed in this book use supervised learning either directly or as part of a 
more complex process. For example, generative adversarial networks (GANs, described in Chapter 5, 
“Neural Network Architectures”), the early versions of DALL-E, and LLMs that predict and then  
generate words in a sentence all use supervised learning in some ways.

Supervised learning is broken down into two classes of algorithms: regression and classification. 
Regression focuses on predicting a continuous value, such as the price of a stock or a house  
(and takes its name from a common statistical technique used in this context). The learning  
process is similar to how humans learn: by observation. When you were young, you likely learned to 
distinguish between cats and dogs by seeing many examples over time and learning “what makes a 
cat a cat.” If you work in real estate, you have seen enough houses for sale to be able to determine 
the likely value of a house after inspection. AI systems learn the same way: Once they have been 
exposed to thousands of examples, they internalize the measurable features that are characteristic 
of a particular structure. They can tell what pixels are necessary for an image to be labeled a dog, 
and they can guess the likely price of a house. The key difference between how humans do this and 
how AI does is scale. AI systems can process millions of examples, based on which they can detect 
even very subtle patterns that might escape human notice.
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Classification, on the other hand, is about determining whether a given input belongs to one cat-
egory or another. The outcome can be binary (for example, yes or no) or drawn from a larger set of 
predefined classes. Consider a medical scenario, with a diagnosis about a tumor. There are usually 
only two answers of interest: malignant or benign. The goal is not to describe the tumor in detail 
but to classify it correctly based on observed patterns.

Like all other supervised learning, classification relies on labeled data that trains a system to learn 
relationships between inputs and known correct answers. The system examines many examples 
where the correct category is already known (baseball statistics, different flower species, or spam 
versus legitimate emails) and learns to identify the patterns that distinguish between these  
categories.

Sometimes, classification does not involve just predicting which group something belongs to but 
also defining the boundaries between groups. Boundaries between groups can be thought of as  
the borders between countries on a map (although in AI these borders are typically in a high-
dimensional space). Techniques for identifying these boundaries are often named for the math-
ematical approaches they use, such as support vector machines (SVMs), Gaussian mixture models 
(GMMs), or linear discriminant analysis. These terms and methods are common in the GenAI field 
and are often employed in voice and speech generation to find a pattern that most closely matches 
samples of a person’s voice or text.

Unsupervised Learning

In some cases, the answer to a problem is not known in advance, and a prediction cannot be 
easily made. For example, imagine a botanist with an extensive collection of flower images who 
wants to uncover patterns that could help categorize the flowers into families. In a different field, 
a bank processing millions of transactions each day might want to detect whether a specific credit 
card charge is normal or potentially fraudulent. Or consider a streaming service that wants to 
analyze a user’s viewing history to recommend the next best movie. In these situations, even a 
domain expert might struggle to give a definitive answer, and when the problem scales to  
millions of flowers, transactions, or users, relying on human experts quickly becomes impractical 
and costly.

Training a machine to uncover such patterns is the natural solution. Unlike with earlier cases, the 
goal here is not to learn a fixed relationship between inputs and a known correct answer. Often, 
there is no single “correct” outcome; there are only patterns that emerge from the data. For example, 
with fraud detection, unusual transactions might signal fraud, but what counts as “unusual” can vary 
significantly from one person to another. This type of analysis involves examining multiple parame-
ters to identify common trends and then flagging data points that deviate from those norms, which 
are known in AI as outliers.

This branch of artificial intelligence is called unsupervised learning because it involves letting the 
machine find patterns and deviations from common properties; it does not teach the machine 
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“the right answer.” The learning is unsupervised because it does not rely on a dataset that includes 
parameters associated with a label or a value that indicates the correct answer (for example, a group 
of pixels and a label like “cat” or “dog”). Rather, the instruction from the human to the machine is 
merely to form clusters of parameters that seem to have roughly the same values and indicate  
when some entries are away from the cluster. The machine forms these groups without further 
supervision.

Forming clusters and finding elements that go well together is fundamental in many generative AI 
techniques. For image creation, techniques examined in Chapter 5, like variational autoencoders 
(VAEs) and stable diffusion, leverage clustering to learn common patterns in shapes. In this way, 
they learn that “whiskers” are series of lines away from a common center (a nose or snout). Large 
language models also commonly use unsupervised learning when they learn patterns in text. For 
example, if we give a model like BERT a segment of a sentence that includes “Apollo 11 landed on 
the…,” it will guess “Moon.” This guess is possible because the model learned through clustering that 
the terms “Apollo 11” and “Moon” commonly appear in a single sentence. LLMs also use unsuper-
vised learning to group together words and sentences that have the same general meaning, and so 
they are efficient at summarizing and finding synonyms.

Reinforcement Learning

In some cases, we need machines to learn, but neither supervised nor unsupervised learning is 
applicable. This happens when the machine needs to learn a skill, such as playing chess or picking 
up an object of variable shape from a conveyor belt. The goal is not to find patterns or describe 
relationships between some parameters and a label but to interact with an environment in near real 
time and make movement decisions that have consequences. Make the wrong move, and you lose 
the chess game or crush the object on the conveyor belt.

One approach to teaching machines proper skills is to program all possible moves for all possible 
scenarios. Researchers tried this idea in many ways in the 20th century, only to conclude each time 
that it was not feasible: There are too many possibilities, requiring too much memory and process-
ing power to be realistic…and, of course, there is a high likelihood of “this corner case we did not 
think about” showing up at the most critical moment. A better approach (discussed as one of the 
key breakthroughs in Chapter 1) is simply to try to teach the machine the way we teach humans: 
Try things and keep (that is, remember and then prefer next time) those that work. This technique 
is called reinforcement learning because each interaction with the world reinforces the learning: 
The attempt works or doesn’t, or it is better, simpler, or faster than the previous one, for example. 
Reinforcement learning is particularly powerful because it does not require a preexisting dataset to 
train a model. The dataset is literally generated in real time as the model explores its environment. 
This mechanism allows continuous training of the model, and it also allows the model to find  
optimal outcomes that could never be discovered through a prepared dataset.

For example, suppose a car manufacturer wants to build a self-driving system. With reinforcement 
learning, the manufacturer can implement a pilot in a virtual car in a simulated landscape and 
reward the algorithm when useful actions are taken (such as avoiding a pedestrian or stopping at 
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a red light). Negative actions (such as hitting virtual walls and people) cause the algorithm to lose 
points. Even without specific driving instructions, the algorithm will soon learn the rules of the road, 
such as speed limits, priorities at intersections, and efficient parking techniques. The manufacturer 
can then deploy the algorithm in a real vehicle with a human assistant driver, whose corrective 
actions also serve as reinforcement inputs.

This approach is so unique that reinforcement learning forms its own unique family of learning. This 
approach is extremely practical for highly interactive applications and complex decision-making 
scenarios, where preexisting datasets, especially optimized ones, may not exist. It is also useful as 
a complement to other techniques. For example, each time you provide feedback to an LLM (with 
the thumbs up or down button) or to an image generator (“I prefer this image” or you simply stop 
asking for refinements), your input is fed back into the algorithm through reinforcement learning 
to teach the machine what you (as a particular person or as a user in general) really wanted and 
to make the model more efficient for the next query of the same type. This technique is called 
reinforcement learning from human feedback (RLHF) and is examined in detail in Chapter 12, “Fine-
Tuning LLMs.” Large cloud LLM companies have entire teams dedicated to using RLHF to teach their 
models to behave in ways that are socially acceptable (for example, do not teach people how to 
make bombs even if they ask, prefer positive answers, do not denigrate or insult users).

The Machine Learning Family Tree
The three families of learning we have discussed—supervised learning, unsupervised learning, and 
reinforcement learning—can be used to describe just about any technique in the field of machine 
learning, but you will find that many practitioners categorize the algorithms by goals instead of by 
learning families. Mapping the goals back to the families is useful to understand the technique  
that is most likely to be used by each approach, and Figure 2-1 provides such a map for the most 
common use cases.

Supervised Learning Unsupervised Learning Reinforcement Learning

• Spam detection
• Predictive maintenance
• Medical diagnosis
• Customer review analysis
• Image recognition
• Price prediction
• Speech recognition
• …

• Customer segmentation
• Anomaly detection
• Topic grouping
• Image segmentation
• Social network analysis
• Market analysis
• Dimensionality reduction
• …

• Optimized marketing
• Self-driving cars
• Robots
• Gaming
• Algorithmic trading
• Drug efficiency testing
• Energy management
• …

Figure 2-1 
Machine learning families, based on general goals

An AI project often combines two or all three types of learning. For example, unsupervised learn-
ing is used during the pretraining phase for LLMs, where the model learns language patterns and 
semantic relationships. Supervised learning is then often employed during fine-tuning, where the 
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model is trained on labeled datasets to perform specific tasks, such as summarization or  
question answering. Finally, reinforcement learning is used in the final stages to align the model’s 
behavior with human preferences, helping it respond in ways that appear more helpful, safe, and 
“human-like.”

Beyond LLMs, some language processing tools use supervised learning to transcribe sounds into 
syllables and then use unsupervised learning to group common sound and syllable structures to 
train on speech recognition. An online recommender system (for example, the next movie sugges-
tion in your favorite streaming subscription service) might use a mix of supervised data (for exam-
ple, rating and reviews) and unsupervised data (for example, click patterns) to come to conclusions 
on common points and make recommendations. Such hybrid techniques are unsurprisingly called 
semi-supervised learning. With this type of learning, a model is trained on a dataset that contains 
both labeled and unlabeled data, with the goal of leveraging the unlabeled data to improve  
performance.

The organization of machine learning families is well established. Unfortunately, many sources list 
families of machine learning method according to the technique, algorithm, or equations they use 
rather than organizing them by their goal. Worse, some sources mix everything together and list 
algorithms and goals as different families within the same structure. This type of subdivision can 
be confusing because different algorithms might achieve the same goal, making the taxonomy 
ambiguous. Some of the most confusing subdivisions also try to cram field names (like “natural 
language processing”) into the same structure. The result is a taxonomy of AI families that make the 
algorithms appears as a random collection of goals, techniques, and fields but that are listed as gen-
erally equivalent. With such mixing, an AI technique may appear with different names or in different  
“families,” as if the algorithm and its field of application have to be linked with a special name.

In this book, we have tried to avoid such confusion. However, you will see in the other chapters of 
this book that in many cases, a technique implements a particular variant of one of the three  
families, and it will be useful to get familiar with these variants. Figure 2-2 provides the names  
of the learning families, their goals, and some popular algorithms in each category.

Supervised Learning Unsupervised Learning Reinforcement Learning

ClassificationRegression Clustering Policy basedValue based 

Linear
regression,

neural
networks,
decision
trees, …

Naïve 
Bayes, 
nearest 
neighbor,

neural
networks,

SVM, GMM,
LDA, …

K-means, 
hierarchical
clustering,

neural
networks,

DBSCAN, …

Q-learning,
neural

networks,
deep-Q-

networks,
SARSA, …

Monte Carlo
policy

gradient,
neural

networks,
actor critic,

…

Figure 2-2 
Machine learning families and their key techniques 
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Supervised learning techniques within the regression subfamily tend to be organized based on 
the type of relationships they explore. For example, when the relationship between an input and 
an output is directly proportional, it is referred to as linear regression. However, if the relationship 
is more complex, such as when modeling the link between many intricate parameters and a single 
outcome in the real world, it is called non-linear regression. GenAI techniques use both.

In some cases, regression techniques do not strictly involve numeric data but also use categorical 
data to guide decision-making. Consider predicting outcomes based on questionnaire responses 
with multiple-choice questions. In this scenario, the algorithm builds a tree structure by mapping 
all possible answers, allowing it to predict the most likely outcome based on a few key responses. 
This approach to predictive modeling based on tree structures is known as a decision tree. Trees are 
less common in GenAI. They are important for many other applications of machine learning, such as 
spam detection, risk assessment, loan approvals, and more.

The classification branch of supervised learning has a richer vocabulary than the regression branch, 
partly because there are many mathematical methods for determining whether two elements 
belong to the same category. One common approach is probabilistic learning, which relies on prob-
ability theory to make informed guesses about classification. This approach makes assumptions 
about the structure of a group and evaluates whether new data fits those assumptions. The field 
draws from the work of the 18th-century statistician Thomas Bayes, and many modern probabilis-
tic techniques bear his name, such as Naïve Bayes, Bayesian networks, and Bayesian optimization. 
Although the math dates from the 18th century, the AI methods leveraging them remain highly 
relevant in today’s GenAI landscape.

In a supervised learning context, Naïve Bayes is often used to classify credit card transactions as 
safe or fraudulent. Probabilistic models are also widely used in generative applications, where the 
system doesn’t just classify existing content but generates new content based on patterns it has 
learned.

For example, consider a model trained on a large collection of short stories. Each story includes 
variables like genre, setting, main character type, plot arc, and ending style. A Bayesian network 
trained on this data can uncover how different variables interact. When asked to generate a new 
story, the model might determine that if the genre is “mystery,” there is a high probability that the 
main character would be a detective, and the plot would center around solving a crime. If the genre 
is “romance,” different narrative elements emerge with higher probability. Such inferred relation-
ships form the essence of many generative models. The model does not just reproduce a story it 
was trained on; it assembles a new one by drawing from a network of statistically likely choices. The 
outcome may feel creative, but it is based on learned probabilities.

This probabilistic approach also extends beyond text. In image generation, if a character is 
described as wearing sunglasses, the model will infer with a high probability that the outdoor scene 
should be sunny. By learning such latent relationships, generative systems can produce outputs that 
feel coherent, even humanlike, without ever being explicitly programmed to do so.

Bayesian methods are not the dominant architecture behind modern LLMs or diffusion models,  
but they embody a critical concept in GenAI: Generative models rely on internal representations of 
patterns and probabilities.
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What Is a Model?
Regardless of the goal or the technique used, machine learning involves algorithms that learn from 
data how to reach the right conclusion. When AI systems are developed, designers need to repre-
sent the relationship between the input data provided to the program and the output it produces. 
This relationship is known as the model. The learning element of the process depends on the task 
at hand. In all cases, there needs to be a human to design the learning program: what the program 
should look like, what the machine should learn, and how the learning should happen. To build this 
structure, AI scientists need to represent in some way the expected relationship between the data 
that will be provided to the program and the output expected from the program. More concretely, 
an AI/machine learning model is a mathematical representation (or program) that identifies these 
patterns and relationships, enabling it to make predictions or decisions without needing explicit 
instructions. The model ingests data, processes it based on the learned relationships, and outputs 
predictions, classifications, or representations.

Models are trained on data to optimize their internal parameters. These parameters are numeric val-
ues that become accurate over time as the model goes through successive training cycles. The type 
of model and its learning method are chosen based on the task, such as classification, regression, 
or content generation. In some cases, the relationship between input and output can be expressed 
mathematically, like a simple linear equation. In other cases, it might be captured in code. Both 
serve the same purpose: They represent a logical method that allows the model to connect data to 
decisions and, ultimately, predict an outcome.

For example, imagine that you are working for a road safety organization, and your goal is to 
estimate how long it takes a car to stop after a particular curve on the road. Many variables influ-
ence stopping time, such as speed, weight, and road conditions, but let’s start by modeling the 
relationship between just one set of variables: the car’s initial speed and its stopping time. This is 
a regression problem: Your goal is to predict a continuous value (time to stop). If there is a direct, 
proportional (linear) relationship between speed and stopping time, the model might use a linear 
equation, like this:

y = ax + b

where:

x is the input variable (car speed)

y is the output variable (stopping time)

a is the slope (how much y changes for each unit increase in x)

b is the intercept (the value of y when x = 0)

In many real-world examples, the value of b might be zero (because, for example, a stopped car 
does not need any time to stop). In other cases, such as sales forecasting based on advertisement 
investment, the intercept could reflect baseline sales even when advertising spending (x) is zero. 
Each data point you collect, such as car speed and its corresponding stopping time, helps the model 
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learn the shape of this relationship. When plotted, the curve is often visualized as a line: simple, 
interpretable, and in this case useful for building intuition about how linear regression works.

In the real world, most problems involve far more than one input variable. For example, stopping 
typically involves many factors, such as weather conditions, tire quality, and the weight of the car. 
This creates a multidimensional problem, with each input variable referred to as a feature. The  
features are usually represented as x1, x2,…xn, each with its own coefficient (the number in front of 
the variable). The model equation generalizes to:

y = a1x1 + a2 x2 + … + an xn + b

The process of deciding which features to include and which ones to ignore is known as feature 
engineering. It is a critical step in supervised learning. More features can make the model more 
powerful and accurate, but they also make it more complex, harder to interpret, and slower to train. 
As in many other parts of AI, deciding the number of features for a particular problem is often a  
balancing act.

Of course, not all models are linear. Many models are nonlinear or even composed of multiple sub-
models or equations. This complexity arises when the output is the result of multiple interacting 
factors. Imagine testing stopping times on a frozen lake. Some cars might skid as the tires lock, 
and stopping time could be affected by brake pad pressure, tire heat, car weight, and how the ice 
responds to heat and pressure. The model might need to calculate intermediate values like heat 
buildup or skid length before combining them into a final output. In such cases, the model could 
consist of multiple equations, some feeding into others. This is where composite models and deep 
learning architectures come into play, with layers of computations leading from input to output.

How Models Are Trained
In the examples we have explored so far, models include parameters, such as a, b, or a1, a2, etc., 
which are symbolic placeholders for real numeric values. The primary goal of machine learning is 
to learn these values during a process called training. Training involves teaching a model to recog-
nize patterns, make predictions, or generate new content based on a dataset. It involves iteratively 
adjusting the model parameters to optimize its performance on a specific task to minimize the  
difference between the model’s predictions and the actual outcomes.

Training involves feeding a large set of data (called the training set) into the model. In the case of 
modeling how long it takes a car to stop, the training set would be a large collection of observed 
value pairs {speed, time to stop}, and training would involve asking the computer to find the best 
parameters that represent the relationship between the speeds and the times to stop.

This learning phase is somewhat like a brute-force process, where the program tries a large set 
of numbers until it finds the “least bad” values for the parameters to model the data. We use the 
expression least bad because in most cases, the training phase does not find perfect numbers: It sim-
ply finds the best numbers that can be inferred from the training data. In the car example, different 
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cars with different brakes, tires, or shock absorbers may take different times to come to a complete 
stop, even when starting from the same speed, which means the final parameters will have a margin 
of error. They will represent the behavior of most of the cars. The parameters may not be perfect for 
each and every car, but they are the best ones to model the training set.

In practical terms, the real world is “noisy”: Unknown or unmeasured variables influence the  
outcomes of experiments. These hidden variables are not included in the dataset because they are 
unknown or nearly impossible to measure. As a result, the experimenter only records observed 
variables—variables that are known and accounted for, such as speed. Because of this limitation, a 
model typically cannot learn its parameters perfectly. Instead, it estimates parameters (such as coef-
ficients a and b) that work best on average, minimizing the gap between the predicted outcomes 
and the actual measurements. The model then outputs a likely, calculated value of y that is close to, 
but rarely exactly the same as, the real-world value of y observed during the experiment.

The goal of the model is not to match every individual (and potentially noisy) data point but rather 
to find the general relationship between inputs and outputs. For example, even if the stopping 
time of a car varies slightly due to unmeasured conditions, the model still allows you to predict the 
approximate time the car will take to come to a full stop. Naturally, the more observed variables 
your model includes, the more accurate its predictions are likely to be.

A measurement of the difference between the calculated (predicted) y and the real value is called 
the loss. This loss can be determined in a few different ways, but it is generally represented by a  
loss function. The goal of the training phase is to continually refine the parameters in a way that 
minimizes loss, allowing the model to accurately reflect the input and output relationship.

The details of how the loss function is minimized depend on the type of machine learning tech-
nique that is in play. However, all training phases have some common traits. In general, the larger 
the training set, the better the model. This is because the presence of many noisy data points tends 
to average out over time, allowing the relevant patterns to emerge more clearly. It is a principle we 
encounter in everyday life. For example, if you show someone just five pictures of cats, they might 
conclude that the defining traits of a cat are simply fur and pointy ears. But those features also 
describe many dogs. With more examples, the distinctive features of cats become easier to identify.

Similarly, if someone tries to cook a dessert, such as crème brûlée, after tasting it only twice, their 
results are unlikely to be great. But after many tastings, they start to pick up on the dessert’s defin-
ing characteristics and notice that it is not just sweet and creamy but also has a caramelized crust, a 
hint of vanilla, a custard texture, and so on. Machine learning follows the same principle: More data 
allows the model to distinguish meaningful traits more accurately.

Larger and varied datasets are generally more desirable, but a larger training set also comes with 
a downside: It takes longer to train, which could mean increased cost (in terms of GPU, power, the 
cost of waiting to see if the training worked, and so on) The training phase is often a balancing act 
between the desired accuracy of the model (“as good as possible” is usually too vague) and the 
expected training time (“as fast as possible” is also too vague). There are many tools dedicated to 
estimating the training time and measuring the accuracy of a trained model.
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Training, Validation, and Test Datasets
Training a machine learning model is a process of exposing it to examples so it can learn how inputs 
relate to desired outputs. This learning phase typically involves feeding the model a large dataset, 
called the training set, and letting the model adjust internal parameters to minimize error.

Rather than train on all the data at once, most models learn in batches—small groups of data  
points that are processed together. This progressive process limits the amount of memory needed 
to train, and it also allows the model to update itself incrementally and refine its performance in 
steps. A full pass through the training set is called an epoch, and training often involves many such 
passes.

But models are not judged solely on how well they perform during training. A good model must 
also generalize, which means it should work well on data it has not seen before. To this end, a  
dataset is typically split into three parts:

•	 Training set: The training set, which is typically 60% to 80% of the dataset, is the largest  
portion of the dataset. It is used to train and adjust the model parameters.

•	 Validation set: The validation set, which is typically 10% to 20% of the dataset, is used  
during development to fine-tune the model and monitor performance. This set helps to avoid 
overfitting (which is discussed later in this chapter).

•	 Test set: The test set, which is typically 10% to 20% of the dataset, is used only at the final 
stage to evaluate the model performance on unseen data before deployment.

After the training phase, the next step is to assess how well the model performs by testing it against 
the validation set. This step helps evaluate the model’s accuracy during development and allows 
the model designer to adjust parameters that help optimize performance, if needed. The model has 
never seen the validation data before, and the validation phase simulates how the model might 
perform on new, unseen inputs.

In most cases, the model will perform slightly worse on the validation set than on the training 
set. If the difference in performance is small (and you define what qualifies as “small enough”), 
then the model can be considered acceptable for use. However, if the performance gap is large, 
the model may not generalize well and likely needs improvement. At that point, you discard the 
underperforming model, adjust aspects of its design, and train a new version using the same 
training set. You then evaluate the updated model against the validation set. You repeat this  
process until you are satisfied with the results or until you decide that the model cannot be 
improved further.

Figure 2-3 shows this iterative cycle of training and validating.
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Figure 2-3 
The training cycle

Once the performance of the model on the validation set is deemed acceptable, the model is likely 
to be evaluated one final time before production, using the test set, which is a separate portion of 
the data. Like the validation set, the test set has not previously been used during the training, which 
means that from the model’s perspective, it is fresh raw data. If the model has been trained properly, 
its performance on the test set should be comparable to its performance on the validation set.

Dividing a dataset into training, validation, and test sets allows you to measure how well the model 
is learning and whether it is likely to perform reliably in the real world. If a model performs well on 
training data but poorly on validation or test data, it may not be learning meaningful patterns but 
only memorizing specific examples. We will revisit this challenge, known as overfitting, later in the 
chapter.

Once a model is finalized, it can be deployed and used to make predictions on entirely new real-
world data. This stage, where the trained model receives inputs and produces outputs, is called the 
inference phase.

Inference Models
In AI and machine learning, inference is the step where the model is fully trained and deployed, 
when it applies the relationships that were learned from the training phase. It allows the model to 
make predictions or classification on new data it has not seen before, allowing it to infer an output 
result solely based on the learned parameters and a given input.

Once a model is deployed for inference, it does not typically receive further training. However, it is 
still useful to continually monitor how the model is performing compared with real-world observa-
tions. When differences become noticeable, further training, fine-tuning, or other adjustments to 
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the model may be necessary. Keeping an eye on the accuracy of your model is thus a central part of 
the AI development cycle.

While not all AI models are generative, almost all of them rely on this same training–inference cycle. 
However, the complexity of the model, the size of the dataset, and the sophistication of the outputs 
differ from one model to another.

How to Measure Model Accuracy
Accuracy depends greatly on the type of task. In the example of predicting the braking time of a 
car, you do not expect the model to be perfect (because the world is noisy). However, you want the 
model-predicted outputs to be as close as possible to the actual observed values. Consider a varia-
tion where the model is designed to predict whether a car has enough time to stop before reaching 
a stop sign. The difference between the model prediction and the real-world stopping times can be 
measured using the training data. This difference gives you an estimate of the model’s accuracy or, 
more precisely, its error. For example, you might find that the model predicts stopping time with 
an average error of ±5% compared to the actual observed times. In other cases, the model may be 
used for a classification task, such as predicting whether a car should issue a driver alert based on 
current speed and driving conditions. For example, imagine a system that monitors the car speed, 
distance to the vehicle ahead, lighting conditions, rate of deceleration, weather conditions, and so 
on. Its goal is to classify the situation as either “safe” or “issue alert.” The model might predict: “At this 
speed and following distance, is there a high likelihood of needing to warn the driver?”

The model accuracy refers to how often it correctly makes this decision. If it predicts that an alert 
should be issued, did the situation actually warrant one, or was it a false positive? If the model has 
only 50% accuracy, it is no better than flipping a coin: It fails to provide any meaningful guidance. 
In contrast, an 80% accuracy means the model is right four times out of five but still makes errors in 
20% of cases. Depending on the consequences, this may or may not be acceptable. For a life-critical 
system like collision avoidance, that error rate might be too high. But for noncritical systems, like 
adjusting cruise control behavior or suggesting breaks during long drives, 80% might be considered 
acceptable, especially compared to random guessing.

Ultimately, the acceptable level of accuracy depends on the context and the cost of being wrong. 
In high-risk scenarios, even a seemingly good model might not be reliable enough without further 
fine-tuning or safeguards.

When training an AI model, you may achieve a higher accuracy rate, but the importance of that 
accuracy depends on the consequences of being wrong. If the model occasionally issues an alert 
when none is needed (a false positive), the result may be mild annoyance for the driver. Perhaps 
they slow down unnecessarily or dismiss the warning. But if the model fails to issue an alert when a 
real hazard is present (a false negative), the consequences could be severe and result in a collision 
with another vehicle or an obstacle. This issue highlights a core principle in AI: Acceptable accuracy 
depends on the cost of mistakes.
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The accuracy of a model must be measured holistically and not just on the training, validation, or 
test sets alone. It must also be measured on new data during the inference phase once the model is 
deployed in the wild. One common issue in the development of AI projects is developing a model 
that is too simple and fails to capture important relationships in the data (for example, trying to fit 
a straight line to data that actually follows a more complex curve). Intuitively, this is like trying to 
explain a complex abstract subject in the language of a 5-year-old. You might get the essence of the 
idea across, but you will miss a tremendous amount of detail. This situation is known as underfitting. 
An underfit model typically shows poor accuracy across the board—on training, validation, test, and 
real-world data—making it a weak predictor.

At the other end of the spectrum, you might overcompensate by tweaking your model with so 
much detail that the model tries to match the training data too closely, capturing noise and irregu-
larities that are not part of the underlying pattern. This is called overfitting. While the model may 
show high accuracy on the training set, and sometimes even on the validation and test sets, it often 
performs poorly when faced with new data it has not seen before during inference.

An ideal model strikes a balance. It generalizes well, producing similar accuracy across validation, 
test, and real-world data. In other words, a good model does not just fit the training data; it learns 
the underlying patterns well enough to generalize reliable predictions. Figure 2-4 illustrates  
overfitting, underfitting, and fitting that is just right.

Figure 2-4 
Overfitting, underfitting, and “just right” lines in linear regression models

How accurate a model needs to be often touches fields beyond strict machine learning. For exam-
ple, imagine a company that installs an app on employees’ phones to detect inappropriate content 
and automatically file a public police report when it finds such content. In this case, even 95% accu-
racy could be problematic because it means that for every 1,000 reported violations, 50 would be 
completely innocent. Is such a number acceptable? The answer depends on corporate policy and 
culture, which are elements that are beyond the field of AI and machine learning.
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Hyperparameters
Throughout this chapter, there has been much discussion about model parameters. The job of the 
machine is to find the best values for these parameters; the parameters should result in predictions 
that are as close as possible to the real observed values across the training set. However, there is 
another dimension to model performance that needs to be discussed: hyperparameters.

Unlike parameters, which are internal to the model and are adjusted to minimize loss during  
training, hyperparameters are external configuration settings that influence how well the model 
performs. For example, after each batch or epoch during training, the model updates its param-
eters slightly to reduce the loss. The size of this update (how much the model tries to adjust itself to 
reduce error during the next epoch) is controlled by a hyperparameter called the learning rate.

A high learning rate lets the model adjust quickly but risks overshooting the optimal values and 
getting stuck in a cycle of jumping around without minimizing the error function. A low learning 
rate will give you better precision but could slow down training and increase computational cost, or 
it could get the model stuck in a local minimum, where it essentially loses sight of the big picture of 
what it is trying to accomplish. Choosing the right learning rate is something of a trade-off. It may 
take many adjustments to find the optimal learning rate if doing so by hand, but the job can also be 
made easier by optimization algorithms, which try to guess the optimal learning rate. Such methods 
include Bayesian optimizations and Grid Search, among others.

Learning rate is one of many hyperparameters, and each algorithm may have its own unique hyper-
parameters, such as batch size, number of epochs, or even the model’s structure. What you need to 
remember is that hyperparameters control how the model learns, not what it learns.

Table 2-1 provides a comparison of parameters and hyperparameters.

Table 2-1  Comparing Parameters and Hyperparameters

Aspect Parameter Hyperparameter

Definition Internal values learned from data during training External configuration settings

Purpose Defines how the model makes predictions Controls how the learning process unfolds

Examples Weights (such as a and b in y = ax + b), bias 
terms

Learning rate, batch size, number of epochs, model 
depth

Set by Learned automatically by the model during  
training

Manually defined by the user or optimization 
algorithm

Affected during training Yes; updated iteratively to minimize the loss 
function

No; remains fixed throughout the training run

Impact Model’s actual behavior and output Training efficiency, convergence speed, final model 
quality

Tuning method Learned through gradient descent or similar 
algorithms

By hand; can be tuned via techniques such as 
Bayesian optimization
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Summary
AI is based on a complex network of learning methods, model structures, and data strategies. This 
chapter explores how machines actually learn from mapping inputs to known outcomes in super-
vised learning, discovering hidden patterns through unsupervised methods, and refining behavior 
via feedback in reinforcement learning. These three learning families are essential to understanding 
what kind of intelligence a model is aiming to build.

This chapter also examines how a model works by looking at what a model really is: not just a code 
block or an equation but a structured representation of relationships that learns through training. 
Parameters that are tuned to minimize prediction error define what the model learns; hyperparam-
eters, in contrast, define how the model learns. We have explored how training data is split, how loss 
is measured, and how models are evaluated for generalization.

Understanding this machinery is essential as we start to explore the algorithms behind the general 
processes. In the next chapter, you will see how the underlying algorithms of AI operate, when to 
use them, and how to judge their performance in real-world applications.



405

Index

A
actions, RL (reinforcement learning), 142
activation function, 78–79
agent models, 279
agents, RL (reinforcement learning), 140–142
AGI (artificial general intelligence), 353–360

alignment, 367–368
black boxes, 368–370
cultural changes, 374–375
embodied system hypothesis, 366
evolution, 363–364
existential risks, 372–375
hybrid models, 366–367
modular hypothesis, 365–366
scaling hypothesis, 364–365
singularity, 370–371
Skynet problem, 370–371

AI (artificial intelligence), 9
algorithms, 40

Bellman-Ford, 143–144
core, 49–50

linear regression, 50–60
k-means, 67–68

alignment
AGI (artificial general intelligence), 367–368
GenAI, 343–347
models, 302

AlphaGo, 26
ANNs (artificial neural networks), 7, 76–78

interpretability, 368–370
parameters, 78–80
structure, 77–78
weights, 78–80

APE (automated prompt engineering), 236
API and service authentication, 319
applications, CNNs (convolutional neural 

networks), 110–111
architectural safeguards, LLM security, 319
Aristotle, 203
artificial general intelligence (AGI). See AGI 

(artificial general intelligence)
artificial neural networks (ANNs). See ANNs 

(artificial neural networks), 7
artificial neurons, 4, 6–8
Asimov, Isaac, 369
attack vectors, 302–304
attacks

direct prompt injection, 304–307
extraction and inversion attacks, 313–315
indirect prompt injection attacks, 310–313
prompt injections with jailbreaking, 307–

310
supply chain threats, 315–317

“Attention Is All You Need,” 184–185, 201



406 I ndex

autocompletion, 164–166
automated prompt engineering (APE), 236
availability heuristic, 334
Ayala, Rudwin, 331

B
backpropagation, 4, 19–20, 83–86

optimizations, 85–86
“Backpropagation Applied to Handwritten Zip 

Code Recognition,” 20
backpropagation through time (BPTT), 132
Bahdanau, Dzmitry, 183
batches, 82
Bayes, Thomas, 39
BBH (Big-Bench Hard) benchmarking, 292
Bellman, Richard, 143–144, 146
Bellman equation, 146–148
Bellman-Ford algorithm, 143–144
benchmarking model performance, 291–293
Bengio, Yoshua, 19, 123–124, 183, 372
BERT (Bidirectional Encoder Representations 

from Transformers) model, 29, 210–211
“Beyond Regression: New Tools for Prediction,” 

18
BGP (Border Gateway Protocol), 144
bias, 324

amplification, 326–327
bias in, bias out, 324–326
difficulty stopping, 327–328
feedback loop, 327
neurons, 78–79

Biden, Joe, 333
binary input values, 7
Bing (Microsoft), 345
black boxes, AGI (artificial general intelligence), 

368–370
Blade Runner, 22
Boolean algebra, 9
boundary violations, 344
BPE (byte-pair encoding), 169
BPTT (backpropagation through time), 132
Bulwer-Lytton, Edward, 159
byte-pair encoding (BPE), 169

C
Cardin, Ben, 333
CBOW (continuous bag of words), 172–174
centroids, 64
chain rule, 84–85
chain-based prompting, 231–235
chain-of-thought (CoT) prompting, 232–234
Chalmers, David, 360
chatbots, ELIZA, 27–28
ChatGPT, 3–4, 29
Chinese Room thought experiment, 358–359
Cho, Kyunghyun, 183
Chomsky, Noam, 27
chunking, RAG (retrieval-augmented 

generation), 258–260
chunks, 263
CIRL (cooperative inverse reinforcement 

learning), 370
classification

k-means, 62–68
linear regression, 56–57

data structures, 61
k-means, 62–68
legal contract parameters, 62–63
sigmoid function, 57–59
SVMs (support vector machines), 59–61

queries, 263
clean data, 86–87
clustering, 49–50

DBSCAN, 71–72
elbow method, 68
WCSS (within-cluster sum of squares), 68

CNNs (convolutional neural networks), 95, 
103–108

applications, 110–111
image recognition, 104
layers, 108
letter features, 104–105
max pooling, 108–110
partial matches, 107–108
score grids, 108–110

CoastRunners, 142–143
“Computing Machinery and Intelligence,” 6



I ndex 407

context engineering, 227, 238–240, 244–245
environment-aware context, 241
external knowledge, 240–241

context window, 226
continuous monitoring, LLM security, 320
contrastive CoT prompting, 233–234
conversational models, 279
convolution, 106
cooperative inverse reinforcement learning 

(CIRL), 370
copyright issues, 336–341
core algorithms, 49–50

linear regression, 50–60
Corrardo, Greg, 19
CoT (chain-of-thought) prompting, 232–234
CRAG (corrective RAG), 255
cross-entropy loss, 210
CUDA (Compute Unified Device Architecture), 23
cultivation theory, 334

D
DARPA (Defense Advanced Research Projects 

Agency), 17
Dartmouth Conference, 4, 9–11
data augmentation, 88–90
data structures, linear regression, 61
datasets, 355
DBSCAN clustering, 49–50, 71–72
DDPMs (denoising diffusion probabilistic 

models), 128–131
Dean, Jeff, 19
decline, 164–166
decoder blocks, 211–214

stacking, 213–214
decoder function, VAEs (variational 

autoencoders), 127–128
decoders, training, 214–215
deep learning, 76–77
deep Q-learning, RL (reinforcement learning), 

154–155
deepfakes, 332–336
degradation, gradual, 128–129

denoising diffusion probabilistic models 
(DDPMs), 128–131

dense layers, 80–81
deny, 164–166
Descartes, Rene, 356
detection systems, LLM security, 320
diffusion models, 128–131
direct prompt injection attacks, 304–307
discriminators, 112
disinformation, 332–336
document loading, RAG (retrieval-augmented 

generation), 257–258
domain-specific models, 278
dropouts, 80–81

E
education, GenAI, 374
EIGRP (Enhanced Interior Gateway Routing 

Protocol), 144
elbow method, 68
ELIZA, 27–28
Elman, Jeffrey, 21
embedding, 170–177
embedding segments, 260–261
embedding space, semantic relationships, 

174–176
embedding vectors, 191–192
embodied system hypothesis, AGI (artificial 

general intelligence), 366
emerging properties, 231
encoder blocks, 204

layers, 209–210
stacking, 209–210

encoder function, VAEs (variational 
autoencoders), 125–126

encoders, training, 210–211
entanglement of knowledge, 342
Entscheidungsproblem, 5
environment, RL (reinforcement learning), 142
environment-aware context, context 

engineering, 241
epochs, 82
ERC (explicit retrieval constraint), 255–256



408 I ndex

ethical/alignment-focused models, 279
ethics

GenAI, 347–349
unethical outputs, 328

copyright, 336–341
deepfakes, 332–336
disinformation, 332–336
explainability, 341–343
hallucinations, 328–332
misinformation, 328–332
ownership, 336–341
scraping, 336–341
synthetic media, 332–336
transparency, 341–343
trust, 341–343

Eugene Gootsman (chatbot), 6
expert systems, 17
explainability, 341–343
explicit retrieval constraint (ERC), 255–256
external knowledge, context engineering, 

240–241
extraction and inversion attacks, 313–315
extractive answering, 256

F
face swaps, 333
families, machine learning, 37

general goals, 37–38
key techniques, 38–39

features, 77
feedforward networks (FFNs). See FFNs 

(feedforward networks)
few-shot prompting, 229
FFN layer, 207–209
FFNs (feedforward networks), 80–81, 96–102, 

130–133
sparse, 80–81

fine-tuning LLMs, 266–268
benchmarking model performance,  

291–293
model types, 278–279
new data, 277–278
objectives, 278–279

PEFT (parameter-efficient fine-tuning), 
285–287

RAFT (retrieval-augmented fine-tuning), 
287–288

RAG (retrieval-augmented generation), 
268–270

RLHF (reinforcement learning from human 
feedback), 288–291

SFT (supervised fine-tuning), 280–281
transfer learning, 281–285

Firth, John Rupert, 159
frames, 170
frameworks, security, 297–298, 302

ISO/IEC suite of AI standards, 301
MITRE ATLAS (Adversarial Threat Landscape 

for Artificial-Intelligence Systems), 300
NIST AI RMF, 298–299
OWASP Top 10, 299–300

G
gainsay, 167
GANs (generative adversarial networks), 95, 

111–124
generators, 115–117
image training, 117–122
Nash equilibrium, 120–121
overfitting generators, 122

Gardner, Howard, 358
gated recurrent units (GRUs), 183
Gaussian distributions, VAEs (variational 

autoencoders), 126
Gaussian mixture models (GMMs), 35
Gebru, Timnit, 323, 349
GenAI, 3–4, 33, 157

alignment, 343–347
bias, 324

amplification, 326–327
bias in, bias out, 324–326
difficulty stopping, 327–328
feedback loop, 327

creativity, 377
cultural changes, 374–375
education, 374



I ndex 409

ethics, 347–349
future considerations, 377–379
multimodal partnering, 376
responsive interfaces, 376–377
safety, 343–347
single-goal prompting, 376
unethical outputs, 328

copyright, 336–341
deepfakes, 332–336
disinformation, 332–336
explainability, 341–343
hallucinations, 328–332
misinformation, 328–332
ownership, 336–341
scraping, 336–341
synthetic media, 332–336
transparency, 341–343
trust, 341–343

generative adversarial defense, LLM security, 
320–321

generators, 112
GANs (generative adversarial networks), 

115–117
Gerbner, George, 334
GMMs (Gaussian mixture models), 35
goal misinterpretation, 344
Goody, Taly, 331
Google Brain, 19, 182
Google Translate, 28
GPT-3 transformer, 216–219
GPUs (graphical processing units), 4, 23–24
gradient descent, 53–54
gradients, 82

SGD (stochastic gradient descent), 85–86
gradual degradation, 128–129
GRUs (gated recurrent units), 183
guardrails, LLM security, 317–319
Gutenberg, Johannes, 4

H
hallucinations, 328–332, 354
handwritten datasets, MNIST, 127–131
Hawking, Stephen, 353

HELM (Holistic Evaluation of Language Models) 
benchmarking, 292

HHMs (hidden Markov models), 162–163
Hinton, Geoffrey, 18–19, 24, 75, 96, 123–124, 372
Hochreiter, Sepp, 21
Hopfield, John, 19, 21
Huang, Jensen, 225
Hugging Face, 3–4
human in the loop for critical systems, 319
Humanity’s Last Exam benchmarks, 292
HyDE (Hypothetical Document Embeddings), 

263
hyperparameters, 47, 270

inference hyperparameter tuning, 270–271
repetition penalty, 275–276
temperature, 271–273
top-K sampling, 273–274
top-P (nucleus) sampling, 274–275

versus parameters, 47, 77

I
I, Robot, 369
ignore, 164–166
image recognition, CNNs (convolutional neural 

networks), 104
ImageNet Large Scale Visual Recognition 

Challenge (ILSVRC), 24
indirect prompt injection attacks, 310–313
inference hyperparameter tuning, LLMs (large 

language models), 270–271
repetition penalty, 275–276
temperature, 271–273
top-K sampling, 273–274
top-P (nucleus) sampling, 274–275

instruct models, 278
instruction following failure, 331
intelligence, 358–360
intelligence quotient (IQ), 358
interfaces, responsive, 376–377
interpretability, AGI (artificial general 

intelligence), 368–370
inverse reinforcement learning (IRL), 370
inversion, models, 314



410 I ndex

IQ (intelligence quotient), 358
IRL (inverse reinforcement learning), 370
ISO/IEC suite of AI standards, 301
iterations, 82

J
jailbreaking, 344

prompt injections, 307–310
jobs, AI threat, 373–374
Jordan, Michael, 21

K
K (key) vector, 196–200
Kahneman, Daniel, 334, 358
key (K) vector, 196–200
keywords, prompts, 230
k-means

algorithm, 67–68
linear regression, 62–68
SSE values, 68–72

knowledge databases, RAG (retrieval-
augmented generation), 256–257

Kramer, Stephen, 333
Krizhevsky, Alex, 24

L
labeled data, 87–89
language modeling, 4, 26–29. See also LLMs 

(large language models)
languages, semantics, 177–178
large language models (LLMs). See LLMs (large 

language models)
latent space, 115
latent training data, 342
latent vectors, 67–68, 126
“Laws of Robotics,” 369
layers

CNNs (convolutional neural networks), 108
encoder blocks, 209–210

Le, Quoc, 182

learning, 33–34
RL (reinforcement learning), 36–37,  

137–139
actions, 142
agents, 140–142
Bellman equation, 146–148
deep Q-learning, 154–155
environment, 142
human feedback, 139–140
MDP (Markov Decision Process),  

143–146
model-based, 148–149
model-free, 148–149
Monte Carlo, 150–151
off-policy, 149–150
policies, 142
on-policy, 149–150
Q-learning, 153–154
rewards, 142
states, 142
TD (temporal difference), 151–153

supervised, 34–35
unsupervised, 35–36

learning rate, 47, 85
schedules, 85–86

“Learning Representations by Back-Propagating 
Errors,” 18

least bad expression, 41–42
least-privilege access control, 319
least-to-most prompting, 235
LeCun, Yann, 19–20, 96, 123–124, 216, 356
legal contract parameters, linear regression, 

62–63
lemmatization, query formulation, 263
Lessing, Doris, 346
Lewis, Patrick, 247
Li, Fei-Fei, 23
Lighthill Report of 1973, 17
linear regression, 50–60

classification, 56–57
data structures, 61
k-means, 62–68
legal contract parameters, 62–63



I ndex 411

sigmoid function, 57–59
SVMs (support vector machines), 59–61

cost calculations, 53–54
loss function, 54–55

linear transformations, 195–196
lip-synching, 333
LISP, 16
LLMs (large language models), 3, 26–29,  

159–162, 225
context engineering, 238–240, 244–245

environment-aware context, 241
external knowledge, 240–241

evolution, 163
fine-tuning, 266–268

benchmarking model performance, 
291–293

model types, 278–279
new data, 277–278
objectives, 278–279
PEFT (parameter-efficient fine-tuning), 

285–287
RAFT (retrieval-augmented fine-tuning), 

287–288
RAG (retrieval-augmented generation), 

268–270
RLHF (reinforcement learning from 

human feedback), 288–291
SFT (supervised fine-tuning), 280–281
transfer learning, 281–285

inference hyperparameter tuning, 270–271
repetition penalty, 275–276
temperature, 271–273
top-K sampling, 273–274
top-P (nucleus) sampling, 274–275

machine learning, 216
next-word prediction, 164–166
origins, 162–163
prompt engineering, 226–231

chain-based, 231–235
limitations, 236–238
self-ask, 235–236

protocols, 242–244

RAG (retrieval-augmented generation), 
247–251
applications, 249–250
document loading, 257–258
embedding and storing segments, 

260–261
knowledge databases, 256–257
pipeline, 251
query formulation, 252–254
query reformulation, 254–256
retrieval filtering, 255–256
retrieving segments, 261–263
splitting documents, 258–260

reasoning, 360–361
security, 295–297

architectural safeguards, 319
attack vectors, 302–304
continuous monitoring, 320
defense, 317–321
detection systems, 320
direct prompt injection attacks, 304–307
extraction and inversion attacks, 313–315
frameworks, 297–302
generative adversarial defense, 320–321
guardrails, 317–319
indirect prompt injection attacks,  

310–313
prompt injections with jailbreaking, 

307–310
supply chain threats, 315–317
vulnerabilities, 302–316

semantics, 177–178
tokenization, 166–172
tools, 242–244
word embedding, 170–177

LoDuca, Peter, 331
logic gate, 9
“Logical Calculus of the Ideas Immanent in 

Nervous Activity, A,” 6
logistic function, 57
logit, 214
long short-term memory networks (LSTMs), 21



412 I ndex

long-range dependence issues, 163
loss function, 54–55, 83–84
Lovelace, Ada, 4
LSTMs (long short-term memory networks), 21, 

96, 132–134, 183

M
machine general intelligence, 356
machine learning, 11, 22

families, 37
general goals, 37–38
key techniques, 38–39

LLMs (large language models), 216
Mark I perceptron, 13–15
Markov, Andrey, 143
Markov chains, 26–27, 143–144
Markov property, 143–144
Mata v. Avianca, Inc., 331
“Mathematical Theory of Communication, A,” 9
matrix multiplication, 200
McCarthy, John, 9–11, 16
McCulloch, Warren, 6–8, 10, 11–13, 18,  

78–79, 137
MCP (Model Context Protocol), 242–244
MCQA (Multiple Choice Question Answering) 

benchmarks, 292
MDP (Markov Decision Process), 143–146
mean squared error (MSE), 54
media reality illusion, 334
Meditations on First Philosophy, 356
Microsoft Bing, 345
Milner, Peter, 10
Minsky, Marvin, 9–11, 16, 356
misinformation, 328–332
MITRE ATLAS (Adversarial Threat Landscape for 

Artificial-Intelligence Systems), 300
mixture-of-experts (MoE) architecture, 220–221
MLM (masked language model), 210
MMLU (Massive Multitask Language 

Understanding) benchmarking, 291
MNIST, 113

handwritten datasets, 127–131

Model Context Protocol (MCP), 242–244
model-based reinforcement learning,  

148–149
model-free reinforcement learning, 148–149
models, 33, 40–41. See also LLMs (large language 

models)
agent, 279
alignment, 302
bias, 330
conversational, 279
domain-specific, 278
ethical/alignment-focused, 279
instruct, 278
inversion, 314
measuring accuracy, 45–46
reasoning, 278
training, 41–42

modular hypothesis, AGI (artificial general 
intelligence), 365–366

MoE (mixture-of-experts) architecture,  
220–221

Monte Carlo reinforcement learning, 150–151
More, Trenchard, 10
Morgan, T. Michael, 331
MSE (mean squared error), 54
multi-head attention layer, 205–206
multimodal model, 257–258
multimodal partnering, 376
multi-shot prompting, 229
My Fair Lady, 27

N
Naïve Bayes, 39
named entity recognition (NER), query 

formulation, 263
Nash equilibrium, 120–121
NER (named entity recognition), query 

formulation, 263
neural networks, 4, 18–20, 75–76. See also ANNs 

(artificial neural networks)
bias, 78–79



I ndex 413

CNNs (convolutional neural networks), 95, 
103–108
applications, 110–111
image recognition, 104
layers, 108
letter features, 104–105
max pooling, 108–110
partial matches, 107–108
score grids, 108–110

counting parameters, 161–162
deep learning, 76–78
FFN (feedforward network), 80–81,  

96–102
FFNs (feedforward networks), 96,  

130–133
sparse, 80–81

GANs (generative adversarial networks), 95, 
111–124

LSTMs (long short-term memory networks), 
132–134

RNNs (recurrent neural networks),  
130–133

training, 82–86
clean data, 86–87
labeled data, 87–89
overfitting, 89–90
scaling up, 91–92

VAEs (variational autoencoders), 124–130
neurons

house data processing, 98–102
relative count, 102

Newell, Allen, 10, 16
next-word prediction, 164–166
Ng, Andrew, 19, 49, 95
NIST (National Institute of Standards and 

Technology) AI RMF (Risk Management 
Framework), 298–299

NLPs (natural language processing), 88, 181–182
nondeterminism, 342
normalization, 207
Note G, 4
NVIDIA, 23

O
occupations, AI threat, 373–374
off-policy reinforcement learning, 149–150
offset positions, embedding vectors, 192
“On Computable Numbers, with an Application 

to the Entscheidungsproblem,” 5
one-shot prompting, 229
on-policy reinforcement learning, 149–150
OpenAI, 3
OpenEvidence Inc. v. Pathway Medical Inc.,  

306–307
open-source data sources, 161–162
outlier-aware quantization, 287
outliers, 35
over optimizations, 344
overfitting, 46–47, 89–91

ne, 89–90
OWASP (Open Web Application Security Project) 

Top 10, 299–300
ownership, 336–341

P
Papert, Seymour, 16
parallel processing, 186–190
parameters

ANNs (artificial neural networks), 78–80
GPT-3 transformer, 218
versus hyperparameters, 47, 77
reparameterization trick, 126

partial matches, convolution, 107–108
patches, 170
PEFT (parameter-efficient fine-tuning), 285–287
perceptron, 4, 11–15

Mark I perceptron, 13–15
Perceptrons, 16
pipeline, RAG (retrieval-augmented generation), 

251
Pitts, Walter, 6–8, 11–13, 18, 78–79, 137
policies, RL (reinforcement learning), 142
pooling, CNNs (convolutional neural networks), 

108–110



414 I ndex

positional encoding, 185–186, 188–193
prediction, versus understanding, 362
principle of optimality, 143–144
Prisons We Choose to Live Inside, 346
prompt engineering, 226–231

automated prompt engineering (APE), 236
chain-based, 231–235
limitations, 236–238
self-ask, 235–236

prompt injection attacks, 304–307
indirect, 310–313

prompt injections with jailbreaking, 307–310
prompts

chain-of-thought (CoT) prompting, 232–234
keywords, 230
single-goal, 376
unclear constraints, 331

propriety benchmarks, 292
protocols, LLMs (large language models),  

242–244
Pushkin, Alexander, 143
Pygmalion, 27
PyTorch, 92

Q
Q (query) vector, 196–200
Q-learning, 153–154
quantized LoRA (QLoRA), 286–287
query (Q) vector, 196–200
query formulation, RAG (retrieval-augmented 

generation), 252–254
query reformulation, RAG (retrieval-augmented 

generation), 254–256

R
RAFT (retrieval-augmented fine-tuning), 287–

288
RAG (retrieval-augmented generation), 67–68, 

247–251
applications, 249–250
document loading, 257–258

fine-tuning LLMs, 268–270
knowledge databases, 256–257
misinformation, 324–330
pipeline, 251
query formulation, 252–254
query reformulation, 254–256
retrieval filtering, 255–256
segments

embedding and storing, 260–261
retrieving, 261–263

splitting documents, 258–260
rate limiting, 319
reanimation, 333
reasoning, LLMs (large language models), 

360–361
reasoning models, 278
recurrent neural networks, 4, 20–21
red teaming, 320
redirection, queries, 263
refuse, 164–166, 167
regression

linear, 50–60
classification, 56–57
cost calculations, 53–54
lines, 50
loss function, 54–55

Rehberger, Johann, 313
reinforcement learning. See RL (reinforcement 

learning), 35–36
ReLU activation function, 98
reparameterization trick, 126
repetition penalty, inference hyperparameter 

tuning, 275–276
responsive interfaces, 376–377
retrieval filtering, RAG (retrieval-augmented 

generation), 255–256
retrieval-augmented generation (RAG). See RAG 

(retrieval-augmented generation), 67–68
retrieving segments, 261–263
rewards, RL (reinforcement learning), 142
RL (reinforcement learning), 4, 24–26, 137–140

actions, 142
agents, 140–142



I ndex 415

Bellman equation, 146–148
deep Q-learning, 154–155
environment, 142
human feedback, 139–140
MDP (Markov Decision Process), 143–146
model-based, 148–149
model-free, 148–149
Monte Carlo, 150–151
off-policy, 149–150
policies, 142
on-policy, 149–150
Q-learning, 153–154
rewards, 142
states, 142
TD (temporal difference), 151–153

RLHF (reinforcement learning from human 
feedback), 288–291

RNNs (recurrent neural networks), 96, 131–132
FFNs (feedforward networks), 130–133
LSTMs (long short-term memory networks), 

132–134
Rochester, Nathaniel, 9–11
role prompting, 230
Rosenblatt, Frank, 11–15, 114, 137
Rumelhart, David E., 18–19
Russell, Stuart, 372
Rutkowski, Greg, 339

S
safety, GenAI, 343–347
Samuel, Arthur, 10, 18
Sandbox execution environments, 319
SBOM (software bill of materials), 316
scaling hypothesis, AGI (artificial general 

intelligence), 364–365
scaling up neural networks, 91–92
schedules, learning rate, 85–86
Schmidhuber, Jürgen, 21
score grids, CNNs (convolutional neural 

networks), 108–110
scraping, 336–341
Scwartz, Steven A., 331
Searle, John, 358–359

security (LLMs), 295–297
attack vectors, 302–304
direct prompt injection attacks, 304–307
extraction and inversion attacks, 313–315
frameworks, 297–298, 302

ISO/IEC suite of AI standards, 301
MITRE ATLAS (Adversarial Threat 

Landscape for Artificial-Intelligence 
Systems), 300

NIST AI RMF, 298–299
OWASP Top 10, 299–300

indirect prompt injection attacks, 310–313
prompt injections with jailbreaking,  

307–310
supply chain threats, 315–317

architectural safeguards, 319
continuous monitoring, 320
defense, 317–321
detection systems, 320
generative adversarial defense, 320–321
guardrails, 317–319

vulnerabilities, 302–316
segments

RAG (retrieval-augmented generation)
embedding and storing, 260–261
retrieving, 261–263

self-ask prompting, 235–236
self-attention mechanisms, 193–196
Selfridge, Oliver, 10
self-supervised learning, 216
semantic analysis, queries, 263
semantic relationships, embedding space, 

174–176
semantics, 177–178
Seq2seq models, 182–186
sequential processing, 186–187
SFT (supervised fine-tuning), 265–270, 280–281

fine-tuning new data, 277–278
SGD (stochastic gradient descent), 85–86
shallow integration, 330
Shannon, Claude, 9–11, 26–27
Shaw, George Bernard, 27
sigmoid function, linear regression, 57–59
Simon, Herbert A., 10, 16



416 I ndex

single-goal prompting, 376
singularity, AGI (artificial general intelligence), 

370–371
Skynet problem, AGI (artificial general 

intelligence), 370–371
sleeper effect, 334
small learning model (SLM), 160
Smith, Kiki, 338–339
Socrates, 181
softmax function, 271–272
software bill of materials (SBOM), 316
Solomonoff, Ray, 10
Sonnet, Claude, 295
sparse FFNs, 80–81
spectral patches, 170
splitting documents, RAG (retrieval-augmented 

generation), 258–260
Star Trek, 22
Star Trek: The Next Generation, 181–182
states, RL (reinforcement learning), 142
statistical language modeling, 165–166
step functions, 78–79
stopword removal, query formulation, 262–263
storing segments, 260–261
supervised fine-tuning (SFT), 265–270
supervised learning, 34–35
supply chain threats, 315–317
support vector machines (SVMs), 35
Sutskever, Ilya, 24, 182
Sutton, Richard S., 151, 153
SVMs (support vector machines), 35

linear regression, 59–61
symbolic AI, 17
symbolic reasoning, 15–18
Syntactic Structures, 27
synthetic media, 332–336

T
TD (temporal difference) learning, 151–153
temperature, inference hyperparameter tuning, 

271–273
TensorFlow Profiler, 92
Terminator, The, 22

test datasets, 43–47
thread-of-thoughts prompting, 234
tokenization, LLMs (large language models), 

166–172
tokens, Unicode token smuggling, 309–310
tools, LLMs (large language models), 242–244
top-K sampling, inference hyperparameter 

tuning, 273–274
top-P (nucleus) sampling, inference 

hyperparameter tuning, 274–275
training, 43–47

decoders, 214–215
neural networks, 82–86

clean data, 86–87
labeled data, 87–89
overfitting, 89–90
scaling up, 91–92

training cycle, 44–46
training models, 41–42, 86
transfer learning, fine-tuning LLMs, 281–285
Transformer, 4
transformer, 29, 220
transparency, 341–343
transpose convolution, 114
tree-of-thoughts prompting, 234
Trump, Donald, 335
Turing, Alan, 4–5, 137, 356
Turing machine, 4–6
Turing Test, 6
Tversky, Amos, 334

U
unclear prompt constraints, 331
underfitting, 46, 89–91
understanding, versus prediction, 362
unethical outputs, 328

copyright, 336–341
deepfakes, 332–336
disinformation, 332–336
explainability, 341–343
hallucinations, 328–332
misinformation, 328–332
ownership, 336–341



I ndex 417

scraping, 336–341
synthetic media, 332–336
transparency, 341–343
trust, 341–343

Unicode token smuggling, 309–310
unqualified helpfulness, 344
unsupervised learning, 35–36
upper triangle matrix with masking, 216

V
VAEs (variational autoencoders), 35–36, 95, 

124–130
decoder function, 127–128
encoder function, 125–126
Gaussian distributions, 126
MNIST database, handwritten, 127–131
use cases, 122–124

validation, 43–47
variational autoencoders (VAEs), 35–36
vector arithmetic, 176–177
vectors, 126

embedding, 191–192
K and Q, 196–200
logit, 214

Vinyals, Oriol, 182
voice cloning, 333

W
War of the Worlds, The, 262
WCSS (within-cluster sum of squares), 68
weighted sum, 7
weights

ANNs (artificial neural networks), 78–80
iteration, 82

Weizenbaum, Joseph, 27
Wells, H.G., 262
Werbos, Paul, 18
Whistler, James, 338
Wilde, Oscar, 137
Williams, Ronald J., 18
word embedding, 28

LLMs (large language models), 170–177
Word2Vec, 171–172

X
XOR function, 16

Z
Zelenskyy, Volodymyr, 333
zero-shot questions, 228


	Cover
	Half Title
	Title Page
	Copyright Page
	Contents
	Preface
	Acknowledgments
	About the Authors
	2 The Machinery of Learning
	Types of Learning
	Supervised Learning
	Unsupervised Learning
	Reinforcement Learning

	The Machine Learning Family Tree
	What Is a Model?
	How Models Are Trained
	Training, Validation, and Test Datasets
	Inference Models
	How to Measure Model Accuracy
	Hyperparameters
	Summary

	Index



